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“Big Data” Changes Everything…What about Science?



The Essence of Berkeley Lab: Team Science

13	  Nobel	  Prizes	  
• 4200	  employees	  
• $800M	  in	  funding	  
• Operated	  by	  UC	  
• 1000	  student	  
• 250	  faculty	  



About 10,000 visiting scientists (~2/3 from universities) use Berkeley Lab research 
facilities each year, which provide some of the world’s most advanced capabilities 

in materials science, biological research, computation and networking 
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Transforming Science: Finding Data



Scientific Workflow Today



KATHY YELICK’S

2031:	  
a	  science	  odyssey	  



Life of a Scientist in 2031

•  No	  personal/departmental	  computers	  
•  Users	  don’t	  login	  to	  HPC	  FaciliBes	  	  
•  Travel	  replaced	  by	  telepresence	  
•  Lecturers	  teach	  millions	  of	  students	  
•  Theorems	  proven	  by	  online	  communiBes	  	  
•  Laboratory	  work	  is	  outsourced	  
•  Experimental	  faciliBes	  are	  used	  remotely	  
•  All	  scienBfic	  data	  is	  (eventually)	  open	  
•  Big	  science	  and	  team	  science	  democraBzed	  



Extreme Data Science

The	  scienBfic	  process	  is	  poised	  to	  undergo	  a	  
radical	  transformaBon	  based	  on	  the	  ability	  
to	  access,	  analyze,	  simulate	  and	  combine	  

large	  and	  complex	  data	  sets.	  	  	  	  	  



New Models of Discovery

New	  
Science	  

IdenBfy	  
phenomena	  
using	  machine	  

learning	  

Filter	  and	  de-‐
noise	  data	  

automaAcally	  

Re-‐use	  and	  	  	  	  	  
re-‐analyze	  
previously-‐

collected	  data	  

Fuse	  data	  with	  
that	  of	  other	  
scienAsts,	  
disciplines	  

Analyze	  streams	  
of	  data	  in	  real	  

Bme	  

Simulate	  to	  
interpret	  

observaAon	  and	  
validate	  models	  

-‐	  10	  -‐	  



Goal: To enable new modes of scientific discovery 

ScienAfic	  
Discovery	  

Growth	  in	  
Data	  

New	  
Analysis	  
Methods	   New	  

Science	  
Processes	  

-‐	  11	  -‐	  

DOE/SC	  has	  a	  parAcular	  
challenge	  due	  to	  their	  
user	  faciliAes	  and	  
technology	  trends	  

New	  math,	  stat,	  CS	  
algorithms	  are	  both	  
necessary	  and	  enabling	  

MulA-‐modal	  analysis;	  
re-‐analysis;	  pose	  and	  
validate	  models	  



Cosmology: Machine Learning to Systematics

Example:	  Astrophysicists	  discover	  
early	  nearby	  supernova	  	  	  

23 August 24 August 25 August GB	  per	  night	  
Manually	  
analyzed	  

Graphical	  
models	  

Filtered	  

Crowd	  
sourced	  

Machine	  
Learning	  

New	  simulaAon	  models	  
and	  AMR	  code	  (Nyx)	  



Climate: Machine Learning and Filtering

Detected	  
cyclones	  

13 

TECA Toolkit  
-  Automatic detection of 

cyclones, atmospheric rivers, 
and more 

-  Single data set is 100 TB  
-  Scalable analysis (80K cores): 

9 years à 1 hour 
Ongoing work 
-  Pattern detection using 

machine learning 

Mantissa Project, Prabhat Atmospheric	  
Rivers	  



Filtering, De-Noising and Curating Data

Arno	  Penzias	  and	  Robert	  Wilson	  discover	  
Cosmic	  Microwave	  Background	  in	  1965	  

AmeriFlux	  &	  FLUXNET:	  750	  
users	  access	  carbon	  sensor	  data	  
from	  960	  carbon	  flux	  data	  years	  



Particle Physics: Re-Use and Reanalyze 

www.sciencemag.org    SCIENCE    VOL 331    11 FEBRUARY 2011 695
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particle physics data has grown more 
urgent in the past few years as CERN’s 
Large Hadron Collider (LHC) captured 
the world’s attention and a handful of 
other high-profi le projects—BaBar at the 
SLAC National Accelerator Laboratory, 
Japan’s KEK collider, and the latest DESY 
experiments—wrap up work and pre-
pare to disband. “In the past, 
experiments were smaller and 
more frequent. Now we build 
very big devices that cost a lot 
of money and person power 
over a number of years,” says 
Diaconu. “Each experiment is 
one application, built specifi-
cally for the task.” The LHC 
alone represents nearly a half-
century of work, with 20 years 
invested in design and construc-
tion and 20 years of scheduled 
operation. There will never be 
another experiment like it. 

The issue, experts say, isn’t 
data degradation. “The prob-
lem starts when the experiment is over, 
and the data used by one group of peo-
ple is only understood by those people,” 
Diaconu says. “When they go off and do 
other things, the data is orphaned; it has 
no parents anymore.” The orphan meta-
phor only goes so far: After a certain point, 
orphaned data can’t be adopted by later 
researchers who weren’t part of the origi-
nal team. Even given the raw data, only 
someone intimately involved in the origi-
nal experiment can make sense of it. “The 
analysis is so complex that to understand the 
data you have to be there with it, working on 
the experiment,” says SLAC database man-
ager Travis Brooks. “There’s a whole spec-
trum of things you need to keep around if 
you want petabytes [1015 bytes] of data 
to be useful.”

That spectrum includes everything from 
internal notes that explain the ins and outs 
of analyses, to subprograms designed to 
massage numbers for specifi c experiments. 
And then there’s the fuzzy-sounding “meta-
info,” the hacks and undocumented soft-
ware tweaks made by a team in the midst of 
a project and then quickly forgotten. 

Making it worse, particle physicists don’t 
usually share their data outside their collab-
orations the way most peer-reviewed scien-
tists do. “We don’t publish the data, because 
it’s something like a petabyte—you can’t 
just attach the raw data in a ZIP fi le,” Brooks 
says. As a result, there’s been no incentive to 

fi nd a standard format for the raw informa-
tion that would be readable to outsiders.

A data librarian

To give shuttered experiments a future, the 
DPHEP working group is looking for ways 
to keep data in working order long after the 
original collaboration has disbanded. Typi-

cally, software that can make sense of the 
data is custom-made to run on servers that 
are optimized for the experiment and shut 
down when funding runs out. And the con-
stant churn of technology can make soft-
ware and storage media obsolete within a 
matter of years. “The data can’t be read if 
the software can’t be run,” Brooks says. 

One option is to “virtualize” the soft-
ware, creating a digital layer that simulates 
the computers the experiment was originally 
run on. With regular updates and mainte-
nance, software designed to run on the UNIX 
machines of today could be rerun on the 
computers of the future the same way people 
nostalgically play old Atari games on new 

PCs, for example. 
To capture and preserve 

the less tangible aspects of a 
particle physics experiment, 
the working group has sug-
gested the job of data archi-
vist. The archivist would be in 
charge of baby-sitting the data 
and standardizing the software 
used to read it, helping to jus-
tify huge investments in the big 
machines of physics by making 
data usable by future research-
ers or useful as a teaching tool. 
The idea has been endorsed 
by the International Commit-
tee for Future Accelerators, an 

advisory group that helps coordinate inter-
national physics experiments. DPHEP is 
also pushing data preservation among fund-
ing agencies, arguing that the physics exper-
iments of the future should be designed 
with a data-preservation component to help 
justify their cost. 

Diaconu admits that the idea has a way 
to go before it captures the minds of young 
physicists focused on publishing new 
data. “Some people say, ‘Can you imagine 
how boring, to sit and look at old data for 
20 years?’ ” he says. “But look at a librar-
ian. Part of their job is taking care of books 
and making sure you can access them.” A 
data archivist would be a mix of librarian, 
IT expert, and physicist, with the computing 
skills to keep porting data to new formats 
but savvy enough about the physics to be 
able to crosscheck old results on new com-
puter systems.

The DPHEP group estimates that 
archivists—and the computing and storage 
resources they’d need to keep data current 
long after an experiment ended—would cost 
1% of a collider’s total budget. That can be a 
hefty fi nancial commitment: It would amount 
to $90 million for CERN. But keeping data in 
a usable form would provide a return on the 
investment in the form of later analyses, the 
group argues. Says Diaconu: “Data collection 
may stop, but it’s not true that’s the end of the 
experiment.”  –ANDREW CURRY

Andrew Curry is a freelance writer based in Berlin.

Down but not out. Siegfried Bethke works on the 

JADE detector in 1984 (above). A display screen 

(top) announces the end of the experiment.
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Sigfried Bethke working on the 
JADE detector in 1984. 

•  1986: JADE experiment at DESY closed 

•  1996: new theories could be validated 
with low energy data from JADE 

•  The struggle to recover the data… 

Curry, A. Rescue of old data offers lesson for particle physicists. Science (New York, N.Y.) 331, 694-5(2011).	

Slide source: Filip Maia	


 took 2 years, including: 
- A student working 1 year recreating code 
-  4 weeks of manual data entry from 
printouts 
- A lot of luck 

 Result: 
•  A dozen high-impact publications. 
•  Cited by 2004 Physics Nobel committee 



Materials Model: Re-Use, Re-Analyze and Fuse
•  Materials	  Genome	  IniBaBve	  

– Materials	  Project:	  4500	  users	  18	  months!	  
–  “World-‐Changing	  Idea	  of	  2013”	  

!

Today’s	  baaeries	  

Voltage	  limit	  

InteresAng	  
materials	  

Materials	  
Data	  



Science Data is Big (and Growing)



“Big Data” Challenges in Science !
 Volume, velocity, variety, and veracity

Biology	  
•  Volume:	  Petabytes	  now;	  
computaAon-‐limited	  

•  Variety:	  mulA-‐modal	  
analysis	  on	  bioimages	  

High	  Energy	  Physics	  
•  Volume:	  3-‐5x	  in	  5	  years	  
•  Velocity:	  real-‐Ame	  
filtering	  adapts	  to	  
intended	  observaAon	  

Light	  Sources	  
•  Velocity:	  CCDs	  outpacing	  
Moore’s	  Law	  

•  Veracity:	  noisy	  data	  for	  
3D	  reconstrucAon	  

-‐	  18	  -‐	  

Cosmology	  &	  Astronomy:	  	  
•  Volume:	  1000x	  increase	  
every	  15	  years	  

•  Variety:	  combine	  data	  
sources	  for	  accuracy	  

Materials:	  
•  Variety:	  mulAple	  models	  
and	  experimental	  data	  

•  Veracity:	  quality	  and	  
resoluAon	  of	  simulaAons	  

Climate	  
•  Volume:	  Hundreds	  of	  
exabytes	  by	  2020	  

•  Veracity:	  Reanalysis	  of	  
100-‐year-‐old	  sparse	  data	  



Data Growth is Outpacing Computing Growth

0	  

2	  

4	  

6	  

8	  

10	  

12	  

14	  

16	  

18	  

2010	   2011	   2012	   2013	   2014	   2015	  

Detector	  
Sequencer	  
Processor	  
Memory	  

Graph	  based	  on	  
average	  growth	  



High end computing has focused on simulation

ExperimentaAon	   Theory	  

SimulaAon	  
Data	  Analysis	  

CompuAng	  
20	  



Data analysis is equally important in Science

ExperimentaAon	   Theory	  

SimulaAon	  Data	  Analysis	  

CompuAng	  

Growth	  in	  Sequencers,	  
CCDs,	  sensors,	  etc.	  	  

21	  



Are there Computer Science Research 
Challenges?



Computational Challenges

Networks	  that	  
adapt	  to	  

scienAfic	  needs	  

Languages	  for	  
irregular	  access	  

paaerns	  	  

Applied	  
mathemaBcs	  for	  
experimental	  

data	  

Architectures	  
to	  grow	  

performance	  at	  
low	  energy	  

Algorithms	  that	  
reduce	  data	  
movement	  

Workflows	  and	  
scheduling	  for	  
interacAon	  with	  
experiment	  

-‐	  23	  -‐	  

CompuBng	  	  
Advances	  



“Super Facility” Concept

Scientific 
Computing 
and Data 
Facility 

complex 

 
 

MS-DESI 
 
 

ALS 

 
 

LHC 

 
 

JGI 

 
 
 

APS 

 
 
 

LCLS 

Other 
data-

producing 
sources 



Data collection with robots and high 
resolution detectors (GISAX) 

Transfer to NERSC 

FFT	  +	  mask	  

data	  from	  experiment	  

Analysis and modeling at NERSC, ORNL, or ANL 
 
HipGISAXS simulation                  HipRMC fitting 

FFT	  

Compare	  

start	  with	  random	  
system	  move	  parAcle	  random	  	  

Autotuning	  	  

On-the-fly 
calibration, 
processing 

SPOT Suite: Real-time  
access via web portal 

Light Source: Envisioning a “Super Facility”



Network as Infrastructure Instrument 

SNLL	  

PNNL	  

LLNL	  

ANL	  

GFDL	  
PU	  Physics	  
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Socware-‐Defined	  Networks	  
•  Infrastructure:	  black	  box	  with	  complex	  internals	  
•  Instrument:	  fast,	  adapAve,	  programmable	  

ESnet,	  Infinera,	  and	  Brocade	  
demo	  transport	  SDN	  	  	  



Programming Challenge? Science Problems Fit Across 
the “Irregularity” Spectrum

Massive	  
Independent	  

Jobs	  for	  
Analysis	  and	  
SimulaBons	  

Nearest	  
Neighbor	  

SimulaBons	  

All-‐to-‐All	  
SimulaBons	  

Random	  
access,	  large	  
data	  Analysis	  

…	  ocen	  they	  fit	  in	  mulBple	  categories	  



How to Program (Irregular) Data Analics
More	  Regular	  

	  
	  
	  
	  
	  
	  
	  
	  
Message	  Passing	  Programming	  	  
Divide	  up	  domain	  in	  pieces	  
Compute	  one	  piece	  	  
Send/Receive	  data	  from	  others	  
	  
MPI,	  and	  many	  libraries	  

More	  Irregular	  
	  
	  
	  
	  
	  
	  
	  
Global	  Address	  Space	  Programming	  
Each	  start	  compuAng	  
Grab	  whatever	  /	  whenever	  
	  
	  
UPC,	  CAF,	  X10,	  Chapel,	  GlobalArrays	  	  
	  



Languages for Random Access to Large Memory

k-mers  

contigs 

Scaffolds using Scalable Alignment 

Human:	  44	  hours	  to	  20	  secs	  
Wheat:	  “doesn’t	  run”	  to	  32	  secs	  

x	  
x	  

reads 
Meraculous Assembly Pipeline 

Combines	  with	  new	  algorithm	  to	  
anchor	  92%	  of	  wheat	  chromosome	  

Perl	  to	  PGAS:	  Distributed	  Hash	  Tables	  
•  Remote	  Atomics	  
•  Dynamic	  AggregaAon	  	  
•  Solware	  Caching	  	  (someAmes)	  
•  Clever	  algorithms	  and	  data	  structures	  

(bloom	  filters,	  locality-‐aware	  hashing)	  
à	  Hash	  Table	  with	  “tunable”	  runBme	  

Evangelos	  Georganas,	  Aydin	  Buluc	  (MANTISSA),	  Lenny	  Oliker,	  	  
Jarrod	  Chapman	  (JGI),	  Dan	  Rokhsar	  (JGI),	  Kathy	  Yelick	  	  

Transforms	  process	  of	  discovery	  for	  
de	  novo	  assembly	  
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Languages for Irregular Access: Data Fusion in UPC++
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•  Seismic	  modeling	  for	  energy	  applicaAons	  
“fuses”	  observaAonal	  data	  into	  simulaAon	  

•  With	  UPC++,	  can	  solve	  larger	  problems	  

Cores:	  48	  	  	  	  	  	  	  192	  	  	  	  	  	  768	  	  	  	  	  	  	  	  3K	  	  	  	  	  	  	  12K	  	  	  	  	  	  	  	  	  	  

Distributed	  Matrix	  Assembly	  
•  Remote	  asyncs	  with	  user-‐controlled	  

resource	  management	  
•  Team	  idea	  to	  divide	  threads	  into	  

injectors	  /	  updaters	  
•  6x	  faster	  than	  MPI	  3.0	  on	  1K	  nodes	  
à	  Improving	  UPC++	  team	  support	  

French	  and	  Romanowicz	  use	  code	  with	  UPC++	  phase	  to	  compute	  first	  ever	  whole-‐mantle	  global	  
tomographic	  model	  using	  numerical	  seismic	  wavefield	  computaAons	  (F	  &	  R,	  2014,	  GJI,	  
extending	  F	  et	  	  al.,	  2013,	  Science).	  	  See	  F	  et	  al,	  IPDPS	  2015	  for	  parallelizaAon	  overview.	  



Analytics vs. Simulation Kernels: 

7	  Giants	  of	  Data	   7	  Dwarfs	  of	  SimulaBon	  
Basic	  staAsAcs Monte	  Carlo	  methods	  
Generalized	  N-‐Body	   ParAcle	  methods	  
Graph-‐theory	   Unstructured	  meshes	  
Linear	  algebra	   Dense	  Linear	  Algebra	  
OpAmizaAons	   Sparse	  Linear	  Algebra	  
IntegraAons	   Spectral	  methods	  
Alignment	   Structured	  Meshes	  



Brain Imaging: Multi-Modal Analysis and Data Fusion
Analyze	  brain	  using	  mulBple	  modaliBes	  and	  scales	  
	  
	  
	  
	  
	  
	  
	  
•  DetecBon	  of	  regions	  across	  community	  	  
-  100	  individuals	  takes	  18	  days	  right	  now	  

•  Graph	  to	  classify	  disease	  
-  Features:	  biomarkers,	  image	  modaliAes	  	  
- Use	  hierarchy	  of	  regions	  from	  Pearson	  distance	  

co
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X-‐ray	  scaaering	  
data	  analysis	  

	  
HipGISAXS	  400-‐1500x	  
faster	  analysis	  for	  X-‐
ray	  scaaering	  data	  

	  
Now:	  Nonlinear	  
opAmizaAon,	  geneAc	  
algorithms,	  paaern	  
recogniAon	  w/	  noise	  

Micro-‐CT	  Sample	  
Analysis	  

	  
Quant-‐CT	  provides	  

automated	  
quanAtaAve	  analysis	  

	  
Now:	  3D	  image	  
segmentaAon,	  
paaern	  recogniAon,	  
classificaAon	  
algorithms,	  PDE-‐	  and	  
graph-‐based	  analysis	  

X-‐ray	  Nano-‐
Crystallographic	  
ReconstrucAon	  

	  
Indexing	  ambiguity	  
resolved	  [PNAS13]	  

	  
Now:	  Image	  
orientaAon,	  find	  
crystal	  shape/size;	  
address	  orientaAon	  
ambiguiAes;	  data	  
variance	  reducAon	  

Designing	  New	  
Materials	  

	  
Designed	  record-‐

breaking	  high-‐surface	  
area	  materials	  

	  

Now:	  3D	  porous	  
polymer	  model	  
assembly;	  	  
Zeo++	  porosity	  
characterizaAon	  ;	  
OpAmal	  high-‐
performing	  material	  
designs	  
	  

CAMERA leverages state-of-the-art mathematics to 
transform experimental data into understanding

CENTER FOR APPLIED MATHEMATICS FOR ENERGY RESEARCH APPLICATIONS!

Lead	  PI,	  DOE-‐funded	  

Sherry	  Li	   D.	  Ushizima	   J.	  Donatelli	  

J.	  Sethian	  

M.	  Haranczyk	  



Architectures to Grow Computing Performance

Application Performance Growth 
(Gordon Bell Prizes) 

34 

Aaack	  of	  the	  
“killer	  micros”	  

Aaack	  of	  the	  
“killer	  cellphones”?	  

The	  rest	  of	  the	  
compuAng	  world	  
gets	  parallelism	  



Energy Efficiency is Key to Performance Growth

goal	  

usual	  
scaling	  

2005	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  2010	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  2015	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  2020	  

At	  $1M	  per	  MW,	  energy	  costs	  are	  substanBal	  
•  1	  petaflop	  in	  2010	  used	  3	  MW	  
•  1	  exaflop	  in	  2018	  would	  use	  100+	  MW	  with	  “Moore’s	  Law”	  scaling	  

This	  problem	  doesn’t	  change	  if	  we	  were	  to	  build	  1000	  1-‐Petaflop	  machines	  
instead	  of	  1	  Exasflop	  machine.	  	  It	  affects	  every	  university	  department	  cluster	  
and	  cloud	  data	  center.	  

35	  
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Emerging Exascale Node Architecture

Bulky	  Core	  
Latency	  
OpXmized	   Memory	  

DRAM/DIMMS	  

High	  Capacity	  Low	  
Bandwidth	  

“NIC”	  on	  Board	  

NVRAM:	  Burst	  
Buffers	  /	  rack-‐local	  
storage	  (solware	  

control)	  

Memory	  Stacks	  on	  Package	  
Low	  Capacity,	  High	  Bandwidth,	  

Solware	  Control?	  

Based	  on	  slide	  from	  J.	  Shalf	  



Exascale Programming: Memory System Structure

CommunicaBon	  wall	  will	  get	  worse	  (dominates	  energy	  and	  Bme)	  
•  OpAmizing	  for	  memory/network	  more	  important	  than	  ever	  
•  AutomaAc	  data	  movement	  (caches,	  VM)	  can	  be	  wasteful	  
•  Autotuning	  (search)	  helps	  reach	  bandwidth	  limits	  

37	  
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Communication Avoiding Sparse Solvers

•  Saves	  communicaBon	  for	  “well	  parBBoned”	  matrices	  
•  Serial:	  O(1)	  moves	  of	  data	  	  moves	  vs.	  O(k)	  
•  Parallel:	  O(log	  p)	  messages	  vs.	  	  O(k	  log	  p)	  	  38	  

Joint	  work	  with	  Jim	  Demmel,	  Mark	  Hoemman,	  
Marghoob	  Mohiyuddin	  

For	  implicit	  memory	  
management	  (caches)	  
uses	  a	  TSP	  algorithm	  for	  
layout	  
	  



Algorithms and Software: Avoid Communication 
and Synchronization

“Rethink”	  algorithms	  to	  opAmize	  for	  data	  movement	  
•  New	  class	  of	  communicaAon-‐opAmal	  algorithms	  
•  Most	  codes	  are	  not	  bandwidth	  limited,	  but	  many	  should	  be	  
Can	  they	  be	  automated	  and	  for	  what	  types	  of	  loops?	  

39	  
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Technology for Scientific Data
Data	  Intensive	  Compute	  Intensive	  

+	  +	  	  
5TF/socket	  
1-‐2	  sockets	  

5TF/sock	  
8+	  sockets	  

64-‐128GB	  
HMC	  or	  Stack	  

1-‐4	  TB	  Aggregate	  
Chained-‐HMC	  

1TB/s	  

.5-‐1TB	  	  
CDIMM	  (opt.)	  

200TB/s	  
5-‐10TB	  Memory	  
Class	  NVRAM	  

10-‐100TB	  SSD	  
Cache	  or	  local	  FS	  n.a.	  

Organized	  for	  
Burst	  Buffer	  

1-‐10PB	  	  Dist.Obj.	  DB	  
(e.g	  whamcloud)	  

�/�!
(root)!

�Dataset0�!
type,space! �Dataset1�!

type, space!
�subgrp�!

�time�=0.2345!

�validity�=None!

�author�=JoeBlow!

�Dataset0.1�!
type,space! �Dataset0.2�!

type,space!

SpaAally-‐oriented	  
e.g.	  3D-‐5D	  Torus	  

50GB/s/node	  
10TB/s/rack	  

100TB/s	  

50GB/s	  inject	  
10TB/s	  bisect	   All-‐to-‐All	  oriented	  

e.g.	  Dragonfly	  or	  3T	  

~1%	  nodes	  for	  	  
Storage	  Gateways	  

~10-‐20%	  nodes	  for	  	  
Storage	  Gateways	  

~1%	  nodes	  for	  IP	  Gateways	   40GBe	  Ethernet	  to	  	  
Direct	  from	  each	  node	  

Compute Node! I/O Server!

Compute Node!

Compute Node!

. . .!
I/O Server!

Compute Node!

Disks!

Disks!

Disks!

Disks!Metadata Server (MDS)!

Interconnect"
Fabric!

RAID!
Couplet!

RAID!
Couplet!

50GB/s	  inject	  
0.5TB/s	  	  total	  

4GB/s	  per	  
node	  

Compute Node! I/O Server!

Compute Node!

Compute Node!

. . .!
I/O Server!

Compute Node!

Disks!

Disks!

Disks!

Disks!Metadata Server (MDS)!

Interconnect"
Fabric!

RAID!
Couplet!

RAID!
Couplet!

I/O Server!

. . .!

Compute	  

On-‐Package	  
DRAM	  

Capacity	  Memory	  

On-‐node-‐Storage	  

In-‐Rack	  Storage	  

Interconnect	  

Global	  Shared	  
Disk	  

Off-‐System	  
Network	  

Goal:	  Maximize	  
computaXonal	  

capacity	  	  
and	  local	  bandwidth	  

	  

Goal:	  Maximize	  
	  data	  	  

capacity	  
	  and	  global	  bandwidth	  

	  



Scientific Workflows

•  Tigres:	  Design	  templates	  for	  
scienBfic	  workflows	  
–  Explicitly	  support	  Sequence,	  
Parallel,	  Split,	  Merge	  

•  Fireworks:	  High	  Throughput	  
job	  scheduler	  
–  Runs	  on	  HPC	  systems	  
	  

"LightSrc" 
Domain 
templates

Base Tigres 
templates

Scale up

Application 
"LightSrc-1"

Application 
"LightSrc-2"

Create and
Debug

Share

Create and
Debug

L.	  Ramakrishnan,	  V.	  Hendrix,	  	  D.	  
Gunter,	  G.Pastorello,	  R.	  Rodriguez,	  A.	  
Essari	  ,	  D.	  Agarwal	  

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  Split	  

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  Sequence	  
Task2	  

Task1	  

Task45	  ...	  

Task3	  

Task40	  



Trade-offs in Utilization vs Response Time

•  95%	  uBlizaBon,	  but	  the	  users	  wait	  
•  Real-‐Bme	  analysis	  on	  streams	  
•  InteracBve	  access	  to	  data	  



Cloud Computing: A Business Model, Not a Technology

43	  

NERSC	  features:	  
•  NERSC	  runs	  at	  higher	  uAlizaAon	  (	  >	  90%)	  and	  no	  profit.	  
•  NERSC	  cost/core	  hours	  dropped	  10x	  (1000%)	  from	  2007	  to	  2011,	  while	  

Amazon	  pricing	  dropped	  15%	  in	  the	  same	  period	  	  
•  No	  on-‐demand	  offered	  
Biggest	  differences:	  Resilience	  model	  and	  job	  scheduling	  
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Take Home Messages

•  Science	  is	  increasingly	  computaBonal	  
•  ComputaBonal	  Science	  =	  Data	  Analysis	  +	  SimulaBon	  

–  In	  many	  disciplines	  these	  will	  be	  Aghtly	  integrated	  

•  Needs	  compuBng	  capability	  
–  Limited	  by	  energy;	  scale	  is	  one	  issue,	  but	  not	  the	  only	  one	  

•  Centralized	  compuBng	  is	  efficient	  
–  The	  business	  model	  is	  a	  separate	  issue	  

•  Computer	  science	  and	  math	  research	  challenges	  
–  In	  data	  analyAcs,	  compuAng	  performance,	  simulaAon…	  

•  Future:	  more	  compuBng	  à	  transform	  science	  



Black	  Swans	  of	  CompuAng	  
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