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Objective

To reduce power consumption and meet the performance
requirement of web servers.

Power consumption: the wall power for the server box

Performance requirement: ceiling of responses times

To understand the relationship between adaptive CPU
voltage and frequency scaling and repsonse time, and
with multiple servers, its influence on workload
dispatching



Related Work

Dynamic voltage scaling focuses on thermal management;
little covers both power consumption and response time

not acceptable for admins without performance guarantee
performance of DVS is typically evaluated in MIPS

Google has found up to 20% peak power reduction in a
datacenter using DVS

Most focus on utilization-based models
limited accuracy (AC efficiency changes with utilization)
monitoring overhead
workload type affects model
less direct guide/help for admins

Our Approach

1.Direct and more accurate model
2.Real app, data, and workload

Measure the response time rather than instruction
throughput
Clone RADLab wiki and replay logged requests intensively

3.Dynamic adjustment in response to workload



Risks

1.Accurate power measurement
power meter synchronization and communication
power meter data accuracy, calibration, and reliability
affected by other projects/processes

2.Multiple servers
deployment difficulties
data collection
heterogeneous platforms
dispatcher efficiency

Schedule

Single Server:
10.10-10.16 Build platform(apache,mysql,wiki,logReplayer,...)
10.17-10.23 Power measurement and modeling
10.24-10.30 Adaptive CPU adjustment and comparison
10.31-11.6   Optimization and some writing

Multiple Servers:
11.7-11.13   Dispatcher prototype and test
11.14-11.20 Experiment and comparison, poster
11.21-11.27 Paperwork


