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= Requirement Gaps
» Management Complexity
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Basics — Server IO Network Types
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= Processor 10 Link connects CPU to 10 components over a short distance (5-10”).

= Local 10 Networks (inches) and Remote 10 Networks (few meters, across chassis)
aggregate external network links, by using bridges and switches to attach 10 adapters.
> |0 adapters attach through a memory mapped 10 semantic link (i.e. PCI family).
» Switches connect links of the same type in a network.
> Bridges are used to connect different link types at the network’s edges.
= Cluster networks connect servers to other servers (typical range is a data center,
but may span data centers).

= Storage Networks connect servers to storage (similar range as cluster networks).

= Local Area Networks connect servers to a wide variety of computing devices, such as:
NAS servers, file servers, printers, clients (typical range is data center or local campus,
but may span beyond that).
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Microprocessor Socket Performance Trends
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Chip-Level Parallelism Roadmaps

2-8 Cores = CMOS performance growth is slowing down.

2-4 Threads » Designs are being optimized for power-efficiency.
= Instruction-level parallelism drives significant
8-16 Logical complexity and power inefficiency.
-8 Logical\FProcessors » Diminishing returns - highly non-linear benefit for
Processors added circuits and complexity.
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2 Threads ‘ 2 Threads 2 Threads

1 Core Y 2Cores 4 Cores l 8-16 Cores

1 Thread 1 Thread 1 Thread 1 Thread
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= Multiple cores and multithreading are being
used to achieve chip-level parallelism.
» Takes advantage of continued growth in CMOS
density, with improved power efficiency and
performance.




Microprocessor Socket IO Link Performance Trends

High Bandwidth App Requirements
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Internal 10 Evolution of High Volume Servers
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Microprocessor 10 Link
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= High bandwidth application environments
(HPC and BI) fuel demand for higher 10 link
bandwidths.
= Microprocessor IO link performance growth is
not slowing down.
» 10x increase every 10-11 years.
> uP 10 link is keeping pace with IO demands of
high bandwidth applications running on the
socket’s multiple processors.
= High volume external networks (i.e. Ethernet)
must be aggregated to meet system level
performance demand.

1/0 Attachment Slot Performance
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= Adapter slots continue to be based on PCI Family
> PCI-X DDR - PCle Gen 1 > PCle Gen2

= Higher bandwidth I/O slots may simplify the /O
topology in some scale-up environments.
» For example, a single 8x PCle Gen2 slot (4 GB/s)
supports four 10 GIigE ports;
> Reducing the number of servers that need an 1/O
Expansion Network.




Internal 1O Evolution of Large SMP Servers

System Level Total I/O Bandwidth
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= Large SMPs use remote 10 networks to increase number of PCI |0 slots per system.
> These networks are typically proprietary and support advanced functions, such as:
—Multiple roots, multiple paths, automated switchover, and PCI transaction tunneling.
> In the future, PCle may be used as a remote 10 network.
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Cluster Network Evolution
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= HPC cluster networks can be classified as: Functions

» Message passing using
—Plain, vanilla IP/Ethernet network stack.
—-Standard RDMA
»InfiniBand RDMA stack, with or without proprietary extensions.
=iWARP RDMA stack, with or without proprietary extensions (has not entered the top 500 yet
—-IHV custom, with additional proprietary extensions (e.g. collectives, adaptive multipathing, ...)
» Distributed memory

= Plain, vanilla (no vendor flavors added) Ethernet family
has grown significantly in HPC recently, to nearly 50% of Top500.
» 10 GigE has not made its debut yet, likely to occur this year.

= Given above data, how much of HPC market really cares about interconnect bandwidth?
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State of Cluster Networks in 2006 - Bandwidth and Latency

16 256 Byte Message Latencies (2 Hop fabric)

14 1 " Link
» 124 ® Switch
2 10 =S
o ystem stack
] 8
8
o 6
7]
: . .

g N | || N
o ‘ ‘ . ‘ ‘
1B 1.0 4x 1B 1.0 12x Proprietary 1 Proprietary 2 Proprietary 3 10 GERNIC 10 GE RNIC
LL Switch
8 KByte Message Latencies (2 Hop fabric)
25
" Link
) 20 N Switch
2
S 154 m System stack
]
S 10
8
o E N
1B 1.0 4x 1B 1.0 12x Proprietary 1 Proprietary 2 Proprietary 3 10 GERNIC 10 GE RNIC +
(4Q/06) LL Switch

IBM Systems & Technology Group 9

Projection of 2011 Cluster Networks - Bandwidth and Latency
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State of Standard Cluster and Local Area Networks in 2006 - Stacks
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= Industry is focusing on RDMA based network stack for data center communications.
> Benefits long-lived connections.
> Not well suited for short-lived connections.
> Requires proprietary extensions to fully optimize HPC market needs
(e.g. collectives, multipathing with adaptive routing, etc...).

= For short-lived connections, TCP/IP acceleration is better (not shown above).
» TCB is not handed off to adapter.

» Adapter has multiple queues and minimal state.
» Utilizes proprietary network stack function distribution.

= Benefit of network stack offload (IB or iONIC) depends on the ratio of:
» Application/Middleware instructions to network stack instructions.
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System Level View of Network Stack Offload
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XML and Java have very high (10:1 to 50:1) App::Net instruction ratios.

4% to
50%

=== | ow-level (UDAPL, ICSC) support most beneficial

= XML & Java overheads must be reduced for NC to help

= Sockets

s Block or file 10 (e.g. iSCSI/SER, NFSeR)
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= System IO network trends
» Socket performance trends
» Internal |O evolution

= Requirement Gaps
> Management Complexity
> Acceleration
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» Cluster network and LAN evolution
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Enterprise Data Center Management

e Elsctranics Retaller - Application diagram
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= Above is a depiction of a real customer’s application work flow (page 1 of 2).
» |t captures Middleware, OS, and System interactions.
» But it still doesn’t capture the full complexity of the environment, because it is missing:
- Layers of manageable components;
- Manageable attributes per layer; and
- Management system function variance.
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Quantifying the Management Complexity Problem

Management and Server Spending Outlook Components of
Spending Management Spending
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= Expenses related to labor intensive tasks dominate IT budgets.
» Significant opportunities exist in simplifying or eliminating these tasks.
= Networking contributes to most components of management spending.

= HPC data centers may have simpler work flows, network structures, and
overall system homogeneity.

> However, in discussions with some HPC customers, they share the same problem.
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Network Contributions to the Management Complexity Problem
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How do you know there is an
application slowdown on your network?

Network instability issues
dominate user experience problems

£ 345
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) =
Cals o the halp desk (4 Brownouts: 254 minutes
Perscnal uiperience s (74%)
using the network -
Manitaring of netwerk g
perfarmance £
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Source: Network World Application Delivery network (actual): Data center (target)
Other (plsase specty] Performance Market Study, Aug 2003 29.2% avallabllify 99.999% avaliability
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Network Contributions to the Management Complexity Problem
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Example of how network RAS management impacts the management complexity problem:

—Distributed networking creates a complex bowl of spaghetti that requires 10 people around the table to
figure out what the source of a problem is. Our biggest need is a tool that lets them find the root cause of a
problem. — Name, company, and system types kept confidential to protect the guilty.

—“l am interested in a network performance tool, that allows me to determine which component in the system is
causing a bottleneck, so | know who to call. Otherwise, the network vendor says, it's the storage; the storage
vendor says, it’s the server; and the server vendor points me back to the network!” - Renato Recio
paraphrasing an IT manager (name, company, and system types kept confidential to protect the guilty).

—Customers want the ability to perform their business process instead of tracking low level elements. We
need proactive tools that: detect when a network component, serving hundreds of users is about to fail; creates
an event that allows us to work around that component; and identifies the business processes that may be
impacted by the impending outage. IT engineer (name, company, and system types kept confidential to protect
the guilty).
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Principles for Reducing Management Costs
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Complexity Reduction

Management Improvements

System and application consolidation
(Reduce component number, type, & location)

Don’t over-manage
(Over provision if cheaper)

Use standardized building blocks
(Reduce number of special components)

Don’t touch
(Reduce change frequency)

Avoid interlocking dependencies
(Decouple hardware & software
dependencies)

Centralize resource management control
points (Avoid interdependent mgt points)

Use stateless components wherever possible
(Simplifies provisioning and workload mgt)

IBM Systems & Technology Group

Simplify or automate management tasks
(Reduce chance for human error)

Blades - One step in simplifying data center management

Examples of the cable mess problem

Complexity Reduction

= Cable reduction
=45 vs. 209 cables per rack
» Reduced failure points, misconnections, bumping,
time to make configuration changes
= Flexible, standard building blocks
»> Can house Intel, Power, and AMD CPU blades
> “Appliance-like" deployment platform
> Integrated switches

IBM Systems & Technology Group

* 14 blades per chassis
* Integrated switches
+ Common chassis level management

Blade Chassis solution

Management Improvements
= Simpler management/integration platform
» Simpler and faster to deploy than rack optimized
» Faster function and capacity rollouts
» Cost savings for customer and manufacturer
» Centralized chassis management
= Reliability / Availability / Serviceability
» Easier to replace or upgrade nodes
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Fabric Convergence - Another step in simplifying data center management
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» Network links are optimized network: =5
to the needs of a specific network type. « Ethernet link (esp. with DCE) will be good
« Each network link has unique hardware enough to consolidate most network types
and management infrastructure. + IB can be used when performance is critical.

= One link type reduces TCO, even if each network type requires a dedicated adapter.
» Management can be simplified, because only one network type is being management.

= Several standard technologies are necessary to enable network convergence.
» RDMA based infrastructure: APIs, session level protocols (e.g. NFSeR, SDP, iSER), HCAs/RNICs.
> iSCSI based infrastructure: session level protocols (e.g. discovery), iSCSI or iSER HBAs.
> High performance network infrastructure: HCAs/RNICs (for IT, TCP/IP accelerators), low latency
switches, high B/W links, virtual lanes with lane based buffer and congestion management.
» Improved network management suite.
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Comparing IB vs Ethernet as Convergence Fabrics

Option A Option B
IP Ethernet (w/ DCE) 1B

Criteria (RNIC + TCP/IP Accel) (HCA)

Fabric virtualization + +

Self-management + =/+

Standardization + +

Latency (both are destination routed) = =

Bandwidth (depends on what you need) = +

CPU efficiency (zcopy, zkernel) + +

Scaling (pipelines, scale-up/out) = (RNIC) / + (Accel) =

Distance + =

Cost = =

Price - =

QoS (service levels, management) -/+ +

Security (encryption, authorization..) + -

Congestion management + =
+ = Satisfies requirement == Partially satisfies requirement - = Does not satisfy requirement
IBM Systems & Technology Group 22
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Option X - Multi-host PCle |0 Virtualizatio

Cost saving option in 2008-2010
CPU Blades

Today

Switches

CPU Blades

Switches

Sample prices 10GigE | 4GbFC Sample prices Enet FC MR PCle
Adapters 14 14 Adapters 4 4 n/a
Cost/adapter $500 $250 Cost/adapter $500 $250 n/a
Switch $4500 $4000 Switch (may be much less) n/a n/a $4500
Total = $19,000 $11,500 $7500 Total = $10,500 $2000 | $1000 $4500

= 10 Virtualization will impact SHV host, switches and adapters.
» Host impact adds proprietary functions added to microprocessors.
» Switch and adapter impacts add PCI standard functions.

= PCI 10 Virtualization will be next major impact to PCle architecture.
> 16 companies (includes HP, Sun, Intel, and MS) are pursuing these standards in the PCI-SIG.
» Two function sets are being pursued by industry: single-root IOV and multi-root IOV.

= Single-root IOV enables sharing expensive PCIl adapters in blade environments
> Uses standard, native IOV functions in adapter with proprietary IOV enablers in host.
» A couple of adapter vendors will start with proprietary solutions, then migrate to standard.

= Multi-root (MR) IOV adds standard, native IOV MR functions in adapter and switch.
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System Hardware Enhancements — Approaches
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Moore's Law - Commentary in 1965 Paper

Source: Electronics, April, 1965
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Systems and Technology Group

Questions?

Thank You

ON DEMAND BUSINESS
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