
Closing the Window of Vulnerability

in Multiphase Memory Transactions

John Kubiatowicz, David Chaiken, and Anant Agarwal

Laboratory for Computer Science

Massachusetts Institute of Technology

Cambridge, Massachusetts 02139

Abstract

Multiprocessor architects have begun to explore several mech-

anisms such as prefetching, context-switching and softwsre-

assisted dynamic cache-coherence, which transform single-phase

memory transactions in conventional memory systems into mul-

tiphase operations. Multiphase operations introduce a window of

vulnerability in which data can be invalidated before it is used.

Losing data due to invalidations introduces damaging livelock

situations. This paper discusses the origins of the window of vul-

nerability and proposes an architectural framework that closes it.

The framework is implemented in Alewife, a large-scale multi-

processor being built at MIT.

1 Introduction

One of the major thrusts of multiprocessor research has been

the exploration of mechanisms that provide ease of programm-

ing, yet are amenable to cost-effective implementation. To this

end, a substantial effort has been expended in providing effi-

cient shared memory for systems with large numbers of pr&es-

sors. Many of the mechanisms that have been proposed for use

with shared memory, such as rapid-context switching, software

prefetch, fast message-handling, and softwtwe-assisted dynamic

cache+oherence enhance different aspects of multiprocessor per-

formance; thus, combining them into a single architectural frame-

work is a desirable goal.

This paper investigates such a unifying framework, and ex-

plores one consequence the window of vulnerability. Although

we have implemented the complete framework in the MIT

Alewife machkte [1], mechanisms can be mixed and matched;

other multiprocessor designers may choose to implement a sub-

set of this framework that suits their own needs.

Many of the mechanisms associated with shared memory at-
tempt to address a central problem: access to globat memory

may require a large number of cycles. To fetch data through the

interconnection network, the processor transmits a reques~ then

waits for a response. The request may be satisfied by a single

memory node, or may require the interaction of several nodes in
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the system. In either case, many processor cycles may be lost

waiting for a response.

In a traditional shared-memory multiprocessor, remote memory

requests can be viewed as split-phase transactions, consisting of

a request and a response. The time between request and response

may be composed of a number of factors, including communi-

cation delay, protocol delay, and queueing delay. Since a simple

single-threaded processor can typically make no forward progress

until its requested data word arrives, it spins while waiting. When

the data word emives, the processor consumes the data immedi-

ately, possibly placing it in a local cache.

Rather than spinning, a processor might choose to do other

useful work. To tolerate long access latencies, architects have

proposed a number of mechanisms such as prefetching, weak

ordering, multithreading, and software-enforced coherence. All

are variations on a central theme: they allow processors to have

multiple ouWanding requests to the memory system. A proces-

sor launches a number of requests into the memory system and

performs other work while awaiting responses. This capability

reduces processor idle time and allows the system to increase its

utilization of the network.

The ability to handle multiple outstanding requests maybe im-

plemented with either polling or signaling mechanisms. Polling

involves retrying memory requests until they are satisfied. This

is the behavior of simple RISC pipelines which implement non-

binding prefetch or context-switching through synchronous mem-

ory faults. Signaling involves additional hardware mechanisms

that permit data to be consumed immediately upon its arrival.

Such signaling mechanisms would be similm to those used when

implementing binding prefetch or out-of-order completion of

loads and stores. This paper explores the problems involved in

closing the window of vulnerability in polle~ context-switching

processors. While signaling leads to related approaches, a de-

tailed discussion of these is beyond the scope of this paper.

Figure 1 illustrates the timing involved in overlapping access

latency using a polling mechanism. The figure shows a time-

line of events for two memory transactions that occur on a single

processing node. Time flows horn left to right in the diagram.

Events on the lower line are associated with the processor, and

events on the upper line are associated with the memory system,

In the figure, a processor initiates a memory transaction (Initiate

1), and instead of waiting for a response from the memory system,

it continues to perform useful work. During the course of this

work, it might initiate yet another memory transaction (Initiate 2).

At some later time, the memory system responds to the original
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Figttre 1: Multiple outstanding requests.

request (Response to Request 1). Finally, the processor completes

the transaction (Access 1).

Since a processor continues working while it awaits responses

from the memory system, it might not use returning data imme-

diately. Such is the case in the scenario in Figure 1. When the

processor receives the response to its second request (Response

to Request 2), it is busy with some (possibly unrelated) computa-

tion. Eventually, the processor cmmpletes the memory transaction

(Access 2).

Thus, we can identify three distinct phases of a transaction:

1.

2.

3.

Request Phase – The time between the transmission of a

request for data and the arrival of this data from memory.

Window of Vulnerability - The time between the arrival of

data from memory and the initiation of a successful access

of this data by the processor.

Access Phase - The period during which the processor atom-

ically accesses and commits the data.

The window of vulnerability, results from the fact that the proces-

sor does not consume data immediately upon its arrival. During

this perio~ the data must be placed somewhere, perhaps in the

cache or a temporary buffer. Note that a simple split-phase trans-

action can be seen as a &generate mukiphese transaction with

zero cycles between response and access. The period between

the response and access phases of a transaction is crucial to for-

ward progress. Should the data be invalidated or lost due to cache

conflicts during this period, the transaction is terminated before

the requesting thread can make forward progress.

Closing the window of vulnerability involves ensuring forward

progress for multiphase memory transactions. The consequences

of lost data are more subtle and perilous than simple squander-

ing of memory resources. The window of vulnerability allows

scenarios in which processors repeatedly attempt to initiate trans-

actions only to have them canceled during the window of vul-

nerability. In certain pathological cases, individual processors are

prevented from making forwimd progress by cyclic fhra,rhing sit-

uations. While such situations may be rare, they are as fatal as

any other livelock or deadlock situation.

The window of vulnerability is also opened by another class of

mechanisms. This class contains a number of mechanisms includ-

ing fast I/0, interprocessor messages, synchronization primitives,

UawAccess 2

+
To Interconnect From interconnect

Figure 2: The need for high-availability interrupts.

and extensions of the memory system through software. When

implementing such mechanisms, the successful completion of a

spinning load or store to memory may depend on the execution

of network interrupts. These asynchronous events must be able

to fault an instruction which is in progress, thereby opening a

window of vulnerability. The term high-availability interrupt is

applied to such externally initiated pipeline interruptions.

Figure 2 illustrates this scenario with an architecture that sup-

ports fast message handling. In the figure, the processor is spin-

ning while waiting to access a remote memory block. Several

messages have entered the processor’s input queue before the

desired memory response. Consequently, the processor will not

make forward progress unless a high-availability interrupt is in-

voked to process these messages.

This paper describes a framework that eliminates livelock prob-

lems associated with the window of vulnerability for systems with

multiple outstanding requests and high-availability interrupts. The

system keeps track of pending memory transactions in such a way

that it can dynamically detect and eliminate pathological thrash-

ing behavior. The framework consists of three major components:

a small, associative set of transaction buffers that keep track of

outstanding memory requests, so algorithm called thrashwait that

detects and eliminates livelock scenarios that are caustxi by the

window of vulnerability, and a buffer locking scheme that pre-

vents livelock in the presence of high-availability interrupts.

Not all architects will need to implement the full gamut of

mechanisms described in this paper. For this reason, we describe

the different subsets of the framework and the mechanisms that

each subset will support. In order to motivate the architectural

framework that we propose, Section 2 presents examples of shared

memory mechanisms. Section 3 then shows how the window of

vulnerability can impede a system’s forward progress, Section 4

explores several components of the framework, each of which

provides part of the solution for ensuring forward progress. Sec-

tion 4 concludes with a hybrid architecture that combines these

components to implement all of the mechanisms, Section 5 de-

scribes how the issues discussed in earlier sections of this paper

are reflected in the actual implementation of Alewife. The pa-

per concludes by examining the implications of the window of
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vulnerability on the design of shared memory systems.

2 Hardware Mechanisms for Shared
Memory Support

Three general classes of hardware support for efficient implemen-

tation of distributed shared memory are:

1. Coherent caches to automatically replicate data close to

where it is needed, and a mechanism to allow multiple out-

standing requests to memory.

2. Atomic operations on critical system resources.

3. High-availability interrupts for response to high-priority

asynchronous events.

This section presents examples of some of the mechanisms that

belong to these classes and makes a case for incorporating them

into distributed shared memory machines.

The following section describes how each of these mechanisms

leads to the same window of vulnerability problem. A given

system might implement only a small subset of these mechanisms,

in which case only a portion of our architectural framework would

need to be implemented.

Coherent Caches with Multiple Outstanding Requests Co-

herent caches are widely recognized as a promising approach to

reducing the bandwidth requirements of the shared-memory pro-

gramming model. Because they automatically replicate data close

to where it is being used, caches convert temporal locality of ac-

cess into physical locality. That is, after a first-time fetch of data

from a remote node, subsequent accesses of the data are satisfied

entirely within the node. The resulting cache coherence problem

can be solved using a variety of directory based schemes [2, 3, 4].

In a cache-based system, memory and processor resources are

wasted if no processing is done while waiting for memory trans-

actions to complete. Such transactions include first-time data

fetches and invalidations required to enforce coherence. Apply-

ing basic pipelining ideas, resource utilization can be improved by

allowing a processor to transmit more than one memory request

at a time. Multiple outstandktg transactions can be supported us-

ing software prefetch [5, 6], rapid context switching [7, 8], or

weak ordering [9]. Studies have shown that the utilization of

the network, processor, and memory systems can be improved

almost in proportion to the number of outstanding transactions

allowed [10, 11].

Allowing multiple outstanding transactions in a cache-based

multiprocessor opens the window of vulnerability and leads to

situations involving livelock.

Atomicity and Context Switching In a system that supports

multiple outstanding requests through context switching, the abil-

ity to perform complex atomic actions efficiently requires the

occasional disabling of context switching. For example, we have

observed that disabling is essential for performance in the pres-

ence of critical sections in a non-preemptive task scheduler. Fur-

thermore, if a thread locks a critical system resource and then

is forced to switch out, then performartce suffers because many

other tasks must wait for the context to release the lock. Thus,

software on a context-switching machine should be able to dk-

able context-switching temporarily. However, as explained in

Section 4, this ability places a serious constraint on mechanisms

that can be used to prevent livelock.

High-Availability Interrupts The thud class of mechanisms

provides the ability to handle asynchronous, time-critical events

under circumstances in which normal interrupts would be ignored.

Such high-availability interrupts violate instruction atomicity by

faulting loads or stores which are in progress. This class of inter-

rupts allows migration of hardware functionality into software.

In Alewife, for example, high-availability interrupts are used

to implement the LimitLESS coherence protocol [4], a fast user

and system-level messaging facility, and network deadlock re-

covery. LimitLESS interrupts must be able to occur under most

circumstances, bwause they can affect forward progress in the

machine, both by deadlocking the protocol and by blocking the

network. Since the message passing interface relies on software

for queueing, network queueing interrupts must be able to run

under most circumstances. The network overflow interrupt re-

lieves potential deadlock situations by redirecting input packets

into local memory and relaunching them when the situation has

abated.

3 The Window of Vulnerability

To describe the window of vulnerability, we consider the mem-

ory system as a black-box that satisfies memory requests. While

forwmd progress on the memory system side is important, it is be-

yond the scope of this paper. The window of vulnerability affects

forward progress after the memory system has responded to a re-

quest. Consequently, when we say that a processor (or hardware

thread) does or does not make forward progress, we are referring

to properties of its local hardware and software, assuming that

the remote memory system always satisfies requests.

To be more precise, a processor thread makes forward progress

whenever it commits an instruction. Given a processor with pre-

cise interrupts, we can think of this as advancing the instruction

pointer. A load or store instruction can be said to make forward

progress if the instruction pointer is advanced beyond it.

3.1 Primary and Secondary Transactions

The distinction between primary and secondary transactions, in-

troduced next, incorporates non-binding prefetch into this defini-

tion of forward progress. When prefetching, a processor initiates

a transaction by sending a request for dat~ then continues by

executing its next instruction. Later, a load or store completes

the transaction by accessing data (or spins/context-switches if the

data is not yet available).

Thus, there are two distinct classes of transactions, primary

and secondary. Primary transactions are associated with the in-

struction pointer of a processor thread and must complete before

the thread can make forward progress. Secondary transactions,

on the other hand, are associated with non-binding prefetch oper-

ations, and are not essential for the forward progress of a thread.

They are, however, “upgraded” to primary status the moment a

load or store attempts to access their data.

Memory models differ in the degree to which they require
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primary transactions to complete Iwfore the associated loads or

stores commit. Sequentially consistent machines, for instance,

require write transactions (associated with store instructions) to

advance beyond the request phase before their associated threads

make forward progress. Weakly-ordered machines, on the other

hand, permit store instructions to commit be@re the end of the

request phase. In a sense, the cache system promises to ensure

that store accesses complete. Therefore, for weekly-ordered ma-

chines, write transactwns have no window of vulnerability. In

contras~ most memory models require a read trartsaction to re-

ceive a response from memory before committing the associated

load instruction.

As an example, the Alewife multiprocessor uses synchronous

traps to cause context switches. Consequently, date instructions

are restarted by “returning from trap: or refetching the faulted

instruction. If this instruction has been lost due to cache conflicts,

then the context may need to fetch it again before making forward

progress. Thus, each context can have boih a primary instruction

transection and a primary date transaction. In contrast, a proces-

sor that saves its pipeline state when context-switching (thereby

saving its faulting instruction) would retry only the faulted data

access. Each context in such a processor would have at most one

primary transaction at a time.

Unless otherwise noted, this paper will assume that a hardware

context can have no more than one primary data transaction. This

assumption has two implications. First, any weakly ordered writes

that have not yet been seen by the memory system are committed

fkom the standpoint of the processor. Seccm~ a single context

cannot have multiple uncommitted load instructions (es in a pro-

cessor with registez reservation bits). Similarly, we allow no more

than one primary instruction transaction at a time. In actuality,

these restrictions are not necessary for one of our more impor-

tant results, the threshwait algorithm of Section 4.3, but they are

required for the thrashlock mechanism of Section 4.5.

3.2 An Example of a Livelock Scenario

Four distinct types of thrashing can occur during the window of

vulnerability. One of these, invalidation thrashing, arises from

protocol invalidation for highly contended memory lines and is

described in detail in this section. The remaining three result from

replacement in a direct-mapped cache. In inferconfext thresh-

ing, different contexts on the same processor can invalidate each

other’s data. High-availability interrupt thrashing occurs when

intemtpt handlers replace a context’s date in the cache. The las~

instruction-data thrashing, appears for processors that ccmtext-

switch by polling and which must refetch load or store instruc-

tions before checking for the amival of data.

This section describes invalidation thrashing in order to demon-

strate a typical livelock scenario. Figure 3 illustrates the inter-

action between the window of vulnerability and cache coherence

that leads to livelock The figure gives the cumently enabled con-

text in the bar shown under the time-line. The scenario may be

interpreted as follows: FirsL context A of the processor attempts

to access memory block X (Read X). Since the data word is not

currently in the processor’s cache, the memory system issues a

request (Read Req. X) and causes the processor to switch con-

texts. When the response to the request (Read Data X) returns

to the processing node, context C is active. The shaded region

indicates the window of vulnerability between the memory sys-

Read Req. Read Date Invalidate Ack. Read Req.
x x x x x

f
i ;

~~

Window of Vulnerabillfy

4

Read X Time -
4

Read X (Retry)

Al B c D lAI B

Figure 3: Time-line illustration of invalidation thrashing. The

shaded area is the window of vulnerability.

m
Figure 4: Diagram of cache coherence invalidation.

tern response and the instant that context A is reenabled. During

the window, the memory system causes block X to be invalidated

from the processor’s cache.

Figure 4 shows the multi-node scenario that causes this inval-

idation. There are three processing nodes in the figure node 1

is the node associated with the time-line in Figure 3; node 2 is

the home node for block X; and node 3 is the node that causes

the interference. Some time after the home node has serviced

the request, node 3 issues a write request for block X to no&

2. In response, no&2 transmits an invalidation message to node

1, waits for an acknowledgment message, and eventually trans-

mits write permission to node 3. As a resul~ node 1 must repeat

its read request when it reenables context A at the end of the

time-line in Figure 3.

There is no reason to expect that no&3 will actually complete

the write to block X before node 1 repeats its read request! If

this is the case, it is possible for node 2 to invalidate block X in

node 3 before the write is finished. Given an unfortunate coin-

cidence in timing, this vicious cycle of invalidation or internode

thrashing can continue forever. Our simulations indicate that thii

threshing is an infrequent event, but it does happen at some point

during the execution of most programs. Without a solution to the

thrashing scenario, the system would livelock (effectively causing

the machine to crash).

3.3 Severity of the Window of Vulnerability

This section substantiates our claim that the window of vulnera-

bility poses a signiticent problem in shared memory architectures.

The Alewife simulator calculates the time between the instant that

a data block becomes valid in a cache due to a response from

memory and the first subsequent access to the cached data. The

simulator measures this period of time only for the fraction of

memory accesses that generate network traffic end are thus sus-

ceptible to the window. Figure 5 shows typical measurements of

the window of vulnerability. The graph is a histogram of win-

dow of vulnerability sizes, with the size on the horizontal axis

and the number of occurrences on the vertical axis. The graph
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Figure 5: Wb-dow of vulnerability: 64 processors, 4 contexts.

was produced by a simulation of a 64 processor machine (with 4

contexts per processor) running 1,415,308 cycles of a numerical

integration program.

For the most par~ memory accesses we delayed for only a

short period of time between cache fill and cache access: 90’%0of

memory accesses that generate network traffic have windows that

are less then 65 cycles long. However, a small number of accesses

encounter pathologically long windows of vulnerability. To make

the interesting features of the graph visible, it was necessary to

plot the data on a logarithmic scale and to eliminate events having

a frequency of less than 30 occurrences. Due to a few extremely

long context run-lengths, the tsii of this particulw graph actually

runs out to 543,219 cycles! The high standard deviation provides

another measure of the importance of the graph’s tail.

The sharp spike at zero cycles illustrates the role of context

switching and high availability interrupts in causing the window

of vulnerability. The spike is caused by certain critical sections

of the task scheduler that disable context switching, as described

in Section 2. When context switching is disabled, a processor

will spin-wait for memory accesses to complete, rather than at-

tempting to tolerate the access latency by doing other work. In

this case, the processor accesses the cache on the same cycle that

the date becomes available. Such an event corresponds to a zero-

size window of vulnerability. The window becomes a problem

only when context switching is enabled or when high availability

interrupts interfere with memory accesses.

The window of vulnerability histogram in Figure 5 is qualita-

tively similar to other measurements made for a variety of pro-

grams and architectural parameters. The time between cache fill

and cache access is usually shor~ but a smrdl fraction of memory

transactions always suffer from long windows of vulnerability. In

general, both the average window size and the standard deviation

increase with the number of contexts per processor. The window

size and standard deviation also grow when the context switch

time is increased. We have observed that high-availability inter-

rupts cause the same type of behavior although their effects are

not quite as dramatic as the effect of multiple contexts.

For the purposes of our argumen~ it does not matter whether

the window of vulnerability is large or small, common or uncom-

Mul ti +
Multi -1- Multi + HAI -!-

Multi Dkable HAI Dkable

Assoc Locking Yes No Yes No

Thrashwait Yes Yes No No

Assoc Thrashlock Yes Yes Yes Yes

Table 1: Window of Vulnerability closure techniques. Multi rep-

resents wherent caches and multiple requests. Disable represents

disabling of context switching. HAI represents high-availability

interrupts.

men. Even if a window of vulnerability is only tens or hundreds

of cycles long, it introduces the possibility of livelock that can

prevent an application from making forward progress. The ar-

chitectural flamework descrilxd in the next section is necessary

merely because the window exists.

4 Closing the Window of Vulnerability

This section discusses a range of solutions for eliminating the

livelock associated with the window of vulnerability. Three self-

contained solutions are discussed, namely associative locking,

thrashwait, and associative thrarhlock. Each is appropriate for

a different combination of the mechanisms of Section 2. This is

shown in Table 1. A system with coherent caches and multiple

outstanding requests (Muh> is assumed in all cases. To this is

added either the ability to disable context switching (Disable), the

presence of high-availability intemupts (WU), or a combination

of both. A Yes in Table 1 indicates that a given solution is ap-

propriate for the specified combination of mechanisms. During

the exposition, two partial solutions are also discuss~ namely

locking and associative thrashwait.

Locking involves freezing external protocol actions during the

window of vulnerability by deferring invalidations. Thrashwait

is a heuristic that dynamically detects thrashing situations end se-

lectively disables context-switching in order to prevent livelock,

Associativity can be added to each of these techniques by sup-

plementing the cache with an associative buffer for transactions.

This yields associative locking attd associative thrashwait. Ta-

ble 2 summarizes the deficiencies of each of these mechanisms

with respect to supporting the complete set of mechanisms. As-

sociative thrashlock is a hybrid technique, and is discussed in

Section 4.5. Note that only associative thrashiock permits the

full set of mechanisms.

4.1 Locking (Partial Solution)

One approach to closing the window involves locking transactions

during their window of vulnerability. For the moment, we will as-

sume that returning data (responses) are placed in the cach~ later,

we consider the addition of an extra set of buffers for memory

transactions.

Locking involves two state bits for each line in the cache. To

prevent in~rcontext and high-availability interrupt thrashing, the

system needs a lock bit to signal that a cache line is locked and

cannot be replaced. When the line is access~ the lock bit asso-

ciated with the line is cleared. To prevent invalidation thrashing,
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Prevents Prevents Preventa Prevents Deadlock Free Free From

Technique Invalidation Interwntext HAI Inst-Data Context Switch Cache line

Thrashing Thrashing Thrashing Thrashing Disable Starvation

Locking Yes Yes Yes Deadlock No No

&SOC Locking Yes Yes Yes Yes No Yes

Thrashwait No Yes No Yes Yes Yes

Assoc TW No Yes Yes Yes Yes Yes

Assoc Thrashlock Yes Yes Yes Yes Yes Yes

Table 2 Properties of window of vulnerability closure techniques,

we need a deferred invalidate bi~ invalidations to locked lines

are deferred by setting this bit. Deferred invalidation is per-

formed (and acknowledged) when the requesting context returns

and clears the lock bit.

As described, the above scheme does not quite eliminate all

intercontext thrashing, because one context cm unlock the data

requested by another context. We call this premature lock release.

This scheme can, however, be supplemented with additional bits

of state to keep track of which context holds a given loclq then,

only the locking context is permitted to free this lock.

One of the consequences of locking cache lines during a trans-

action’s window of vulnerability is that we must also restrict trans-

actions during their request phase. Since each cache line can store

only one outstanding request at a time, multiple requests could

force the memory system to discard one locked line for another,

defeating the putpose of locking. Thus, we supplement the state

of a cache line with a transaction-in-progmrs state to prevent mul-

tiple outstanding requests to this line. The transaction-in-progress

state restricts creation of new transactions, but does not affect

data currently in the cache in order to minimize the interference

of memory transactions in the cache. Also, the transaction-in-

progress state allows a processing node to consolidate accesses

horn different contexts to the same memory block.

We refer to this scheme as fouchwait, because data blocks are

held until the requesting context returns to “touch” it. Touchwait

eliminates the livelock scenarios of the previous section, because

the cache retains data blocks until the requesting context returns

to accessthem.

Problems Unfortunately, the locking mechanism can lead to

four distinct types of deadlock, illustrated in Figure 6. This fig-

ure contains four different wails-for graphs [12], which represent

dependencies between tmmsactions. In these graphs, the large

italic letters represent transactions: “D” for data transactions and

“~ for ins~uction transactions. The superscripts - either “P” or

%“ – represent primary or secondary transactions, respectively.

The subscripts form a pair consisting of processor number (as an

arabic number) and context number (as a letter). The address is

given in parentheses; in these examples, X and Y are congruent

in the cache (X s Y), while X and Z are not equal (X # Z).

The labeled arcs represent dependencies a transaction at the

tail of an arc cannot complete before the transaction at the head

has completed (in other words, the tail transaction waits-for the

head transaction). Labels indicate the sources of dependence%

A congruence arc arises horn finite associativity in the cache; the

transaction at its head is locked preventing the transaction at its

tail fkom being initiated. An execution arc arises from execution

order. Disable arcs arise from disabling context-switching; the

transactions at their heads belong to active contexts with context-

switching dmabld, the tails are from other contexts. Finally, a

protocol arc results from the coherence protoco~ the transaction at

its head is locked deferring invalklations, while the transaction at

its tail awaits acknowledgment of the invalkiation. An example

of such a dependence is a locked write transaction at the head

of the arc with a read transaction at the tail. Since completion

of the write transaction could result in modification of the datq

the read transaction cannot proceed until the write has finished.

These arcs represent three classes of dependencies: those that

prevent launching of transactions (congruence), those that prevent

completion of a transaction’s request phase (protocol), and those

that prevent final completion (execution and disable).

Now we describe these deadlocks in more detail. Note that

larger cycles can be constructed by combining the basic dead-

locks.

●

●

●

●

intercontexti The context that has entered a critical section

(and d~abled context-switching) may need to use a cache

line that is locked by another context.

internode: This deadlock occurs between two no&s with

context-switching disabled. Here, context A on processor 1

is spinning while waiting for variable X, which is locked in

context D on processor 2. Context C on processor 2 is also

spinning, waiting for variable Z, which is locked by context

B on processor 1.

primary-secondary: This is a variant of the internode dead-

lock problem that arises if secondary transactions (software

prefetches) can be locked. Data blocks from secondary

transactions are accessed after those from primary ones.

instruction-data: Thrashing between a remote instruction

and its data yields a deadlock in the presence of locks. This

occurs after a load or store instruction has been success-

fully fetched for the fist time. Then, a request is sent for

the da@ causing a context-switch. When the data block fi-

nally returns, it replaces the instruction and becomes locked.

However, the data will not be accessed until after the pro-

cessor refetches the instruction.

Pnmmy-secondary deadlock is easily removed by recognizing that

secondary transactions are merely hints; locking them is not nec-

essaq to ensure forward progress. Unfortunately, the remain-

ing deadlocks have no obvious solution, Due to these deadlock
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problems, pure locklng cannot be used to close the window of

vulnerability.

4.2 Associative Locking

A variant of the locking scheme that does not restrict the use

of the cache or launching of congruent transactions is locking

with associativity. This scheme supplements the cache with a

fully associative set of transaction buffers. Each of these buffers

contains an address, state bits, and space for a memory line’s

data. Locking is performed in the transaction buffer, rather than

the cache. As discussed above, invalidations to locked buffers are

deferred until the data word is accessed. Buffer allocation can be

as simple as reserving a fixed set of buffers for each context. More

general schemes might keep track of the context that owns each

buffer to prevent premature lock release (see Section 4.1 ). The use

of a transaction buffer architecture has been presented in several

milieux, such as lockup-free caching [13], viciim caching [14],

and the remote-access cache of the DASH multiprocessor [3].

The need for an associative match on the address stems from

several factors. FirsL protocol traffic is tagged by address rather

than by context number. While requests and responses could be

tagged with a context identifier inexpensively, tagging invalida-

tions would increase the cost of the directory used to guarantee

cache coherence. Second, associativity removes the intermntext

and instruction-data deadlocks of Figure 6, because it eliminates

all of the congruence arcs of Figure 6.

Third, the associative match permits consolidation of requests

horn different contex~ to the same memory -linq before launch-

ing a new reques~ the cache first checks for outstanding trans-

actions @om any context to the desired memory line. Should a

match be detected, generation of a new request is suppressed.

Finally, the associative matching mechanism can permit con-

texts to access buffers that are locked by other contexts. Such

accesses would have to be performed directly to and from the

buffers in question, since placing them into the cache would ef-

fectively unlock them. This optimization is useful in a machine

with medium-grained threads, since different threads often exe-

cute similar code and access the same synchronization variables.

The augmentation of basic locking with sssociativity appeam

to be close to a solution for the window of vulnerability. All

four thrashing scenarios of Section 3.2 are eliminated. Further,

the cache is not bogged down by persistent holes. Access to the

cache is unrestricted for both user and system code. However,

this approach still suffers from internode deadlock when context-

switching is disabled. Consequently, as shown in Table 1, as-

sociative locking is sufficient for systems which do not permit

context-switching to be disabled.

4.3 Thrashwait

Locking transactions prevents livelock by makiig data invulner-

able during a transaction’s window of vulnerability. In order to

attack the window from another angle, we note that the win-

dow is eliminated when the processor is spinning while waiting

for datz when the data word arrives, it can be consumed im-

mediately. This observation does not seem to be useful in a ma-

chine with context-switchhtg processors, since it requires spinning

rather than switching. However, if the processors could context-

switch “most of the time,” spinning only to prevent thrashing, the

system could guarantee forward progress. We call this strategy

thrashwait (as opposed to touchwait). The trick in implement-

ing thrashwait lies in dynamically detecting thrashing situations.

The thrashwait &tection algorithm is based on an assumption

that the frequency of thrashing is low. Thus, the recovery horn a

thrashing scenario need not be extremely efficient.

For the purpose of describing the thrashwait scheme, as-

sume that the system has some method for consolidating trans-

actions from different contexts. To implement this feature, either

each cache line or the transaction buffers needs a triutsaction-in-

progress state. If the transaction-in-progress state is in the cache,

as in the pure locking scheme, the system allows only one out-

standing transaction per cache line,

Consider, for simplicity, a processor with a maximum of one

outstanding primary transaction per context. Each context re-

quires a bit of state called a tried-once bit. The memory system

sets the bit when the context initiates primary transactions and

clean the bit when the context completes a global load or store.

Note that global accesses, which involve shared locations and

the cache-coherence protocol, are distinguished here from local

accesses which are unshared and do not involve the network or

the protocol. When the following criteria are true, the memory

system detects a thrashing situation:

1. The context requests a global load or store that misses in

the cache.

2. There is no associated transaction-in-progress state, because

the transaction has completed.

3. The context’s tried-once bit is set.

The fact that the tried-once bit is set indicates that this context has

recently launched a primary transaction but has not successfully

completed a global load or store in the interim. Thus, the context

has not made forward progress. In particular, the current load

or store request must be the same one that launched the original

transaction. The fact that transaction-in-progress is clear indicates

that the transaction had completed its request phase (data was
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returned). Consequently, the fact that the access missed in the

cache means that a data block has been lost. Once thrashing has

been detect~ the thrashwait algorithm requests the data for a

second time and disables context-switching, causing the processor

to wait for the data to arrive.

Multiple Primary Transactions Systems requiring two pri-

mary transactions can be accommodated by providkg two tried-

once bits, one for instructions and the other for data. To see why

a single bit is not sufficien~ consider an instruction-data thrashing

situation with a single tried-once bit. Assuming that a processor

has successfully fetched the load or store instruction, it proceeds

to send a request for the dam sets the tried-once bi$ and switches

contexts. When the data block finally errives, it displaces the in-

struction; consequently, when the context returns to retry the in-

struction, it concludes that it is thrashing on the instru.ction~etch.

Context-switching will be disabled until the instruction returns,

at which point the tried-once bit is cleared. Thus, the algorithm

fails to detect thrashing on the data line.

The presence of two sepmate tried-once bits solves this prob-

lem. Instruction and data accesses are handled independently,

according to the above algorithm. In fac~ this two-bit solution

can be generalized to a system with an arbitrary number of pri-

mary mnsactions. The only requirement for multiple transactions

is that each primary transaction must have a unique tried-once bit

that can be associated wi~ it each time the context returns to

begin reexecution. (This can become somewhat complex in the

face of deep pipelinirrg or multiple-issue architectures.)

Elimination of Thrashing The thrashwait algorithm identifies

primary transections that me likely to be terminated prematurely;

that is, before the requesting thread makes forward progress. As-

suming that there are no high-availability interrupts, thrashwait

removes livelock by breaking the thrashing cycle. Thrashweit

permits each primary transaction to be aborted only once before

it disables the context-switching mechanism and closes the win-

dow of vulnerability.

In a system with multiple primary transactions, livelock re-

moval occurs because primary transactions are ordered by the

processor pipeline. A context begins execution by requesting data

from the cache system in a &terministic order. Consequently, un-

der worst-case conditions - when all transactions are thrashing,

the processor will work its way through the implicit order, in-

voking thrashwait on each primary transaction in turn. Although

a context-switch may flush its pipeline state, the tried-once bits

remain, forcing a pipeline freeze (rather than a switch) when

thrashing occurs.

Freedom From Deadlock In this section, we prove that the

threshwait algorithm does not suffer from any of the deadlocks

illustrated in Figure 6. We assume (for now) that a processor

launches only one primary transaction at a time. Multiple primary

transactions, which must complete to make forward progress, rue

allowed, multiple simultaneous transactions, which are caused by

a system that presents several addresses to the memory system

at once, are not allowed. At the end of the proof, we discuss

a modification to the thrashwait algorithm that is necessm-y for

handlig multiple functional units and address buses.

The proof of the deadlock-free property proceeds by contra-

diction. We assume that the thrashwait algorithm can result in

a deadlock. Such a deadlock must be caused by a cycle of pri-

mary transactions, linked by the dependencies defined in Sec-

tion 4.1: disable, execution, congruence, and protocol arcs, Since

the memory transactions involved in the deadlock loop are frozen,

it is correct to view the state of transactions simultaneously, even

if they reside on different processors. By examining the types of

arcs end the associated transactions, we show that such a cycle

cannot exi.% thereby contradicting the assumption that thrashwait

can result in a deadlock.

Disable end execution mcs cannot participate in a deadlock

cycle because these dependencies occur only in systems that use

a locklng scheme. Since thrsshweit avoids locking, it immediately

eliminates two forms of dependency arcs. This is the key property

that gives thrashwait its deadlock-free property. To complete the

proof, we only need to show that congruence end protocol arcs

cannot couple to form a deadlock

A deadlock cycle consisting of congruence and protocol arcs

can take only one of three possible forms: a loop consisting only

of congruence arcs, a loop consisting of both congruence arcs

and protocol arcs, or a loop consisting of only protocol arcs. The

next three paragraphs show that none of these types of loops are

possible. Congruence and protocol mcs cannot be linked together,

due to type co@icts between the head and tail of congruence and

protocol arcs.

First, we show that cycles consisting only of congruence arcs

cannot occur. Recall that a congruence arc arises when an ex-

isting transection blocks the initiation of a new transaction due

to limited cache associativity. A congruence arc requires an ex-

isting transaction at its head and a new transaction at its tail. It

is therefore impossible for the tail of a congruence arc (a new

transaction) to also k the heed of a different congruence arc (an

existing transaction). Thus, it is impossible to have a loop con-

sisting only of congruence arcs, because the types of a congruence

arc’s head and tail do not match.

Second, a cycle consisting only of protocol arcs cannot exist.

By definition, the head of a protocol arc is a transaction in its

window of vulnerability, which is locked so that invalidations

are deferred. The tail of a protocol arc is a transaction in its

request phase, waiting for the invalidation to complete. Since a

transaction in its request phase cannot be at the head of a protocol

arc, protocol arcs cannot be linked together, thereby preventing a

loop of protocol arcs.

Finally, the tail of a congruence arc cannot be linked to the

head of a protocol arc due to enother type conflict: the tail of a

congruence arc must be a new transaction, while the head of a pro-

tocol arc is an existing transaction in its window of vulnerability.

Thus, deadlock loops cannot be constructed from combinations of

protocol and congruence loops. The fact that congruence arcs and

protocol arcs cannot combine to produce a loop contradicts the

assumption that thrashwait can result in a deadlock completing

the proof.

The alxwe proof of the deadlock-free property allows only one

primary transaction to be transmitted simultaneously. In or&r to

permit multiple functioned units to issue several memory trans-

actions at a time, the memory system must provide sufficient

associativity to permit all such transactions to be launched. Also,

if the memory system stslls the processor pipeline while multiple
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transactions are requested then the processor must access a data

word as soon as h arrives. These modifications prevent depen-

dencies between simultaneous transactions and make sure that the

window of vulnerability remains closed.

Thrashwait and High-Availability Interrupts Despite its suc-

cess in detecting thrashing in systems without high-availabtity in-

terrupts, thrashwait fails to guarantee forward progress in the pres-

ence of such interrupts. This is a result of the method by which

thrashwait closes the window of vulnerability: by causing the pro-

cessor to spin. This corresponds to asserting the memory-hold line

and freezing the pipeline. High-availability interrupts defeat this

interlock by faulting the load or store in progress so that interrupt

code can be executed. Viewing the execution of high-availability

interrupt handlers as occurring in an independent “context” re-

veals that the presence of such interrupts reintroduces three of the

four types of thrashing mentioned in Section 3.2. Instruction-data
and high-availability interrupt thrashing arise fiOttI htfXaCdOnS

between the thrashwaiting context and interrupt code. Invalida-

tion thrashing arises because high-availability interrupts open the

window of vulnerability, even for transactions that are targeted

for thrashwaiting. Only irttercontext thrashing is avoided, since

software conventions can require high-availability interrupt han-

dlers to return to the internrpted context. Consequently, a system

with high-availability interrupts must implement more than the

simple thrash wait scheme.

4.4 Associative Thrashwait (Partial Solution)

In an attempt to solve the problems introduced by high-

availability intermpts, we supplement the thrashwait scheme with

associative transaction buffers, As described in Section 4.2, trans-

action buffers eliminate restrictions on transaction launches. Fur-

ther, instruction-data and high-availability interrupt thrashing are

eliminated. This effect is produced entirely by increased associa-

tivity: since transactions are not placed in the cache during their

window of vulnerability, they cannot be lost through conflict.

Thus, the associative thrashwait scheme with high-availability

interrupts is only vulnerable to invalidation thrashing. The frame-

work proposed in the next section solves this last remaining prob-

lem.

4.5 Associative Thrashlock

Now that we have analyzed the benefits and deficiencies of the

components of our architectural framework, we are ready to

present a hybrid approach, called associative thrashlock. This

framework solves the problems inherent in each of the indepen-

dent components.

Assume, for the momenq that we have a single primary trans-

action per context. As discussed above, thrashwait with associa-

tivity has a flaw. Once the processor has begun thrashwaiting

on a particular transaction, it is unable to protect this transaction

from invalidation during high-availability interrupts. To prevent

high-avrdlabili~ interrupts from breaking the thrashwait scheme,

associative thrsshlock augments associative thrashwait with a sin-

gle buffer lock. This lock is invoked when the processor begins

thrashwaiting, and is released when the processor completes any

global access. Should the processor respond to a high-availability

interrupt in the interim, the data will be protected from invalida-

tion.

It is important to stress that this solution provides one lock

per processor. The scheme avoids deadlock by requiring that all

high-availability interrupt handlers:

1. make no references to global memory locations, and

2. return to the interrupted context.

These two software conventions guarantee that the processor will

always return to access this buffer, and that no additional de-

pendencies me introduced. Thus, associative thrashlock has the

same transaction dependency graph as thrsshwait without high-

availability interrupts (as in Section 4.3). Processor access to the

locked buffer is delayed - but not impeded -by the execution of

high-availability interrupts.

Application of the above solution in the face of multiple pri-

mary transactions (such as instruction and data) is not as straight-

forward as it might seem. We provide a lock for both instructions

and data (in addition to the two tried-once bits specified in Sec-

tion 4.3). When thrashing is detected the appropriate lock is

invoked, This locking scheme reintroduces a deadlock loop sim-

ilar to the primary-secondary problem shown above. Fortunately,

in this case the loop is rather unnatural: it corresponds to two

processors, each trying to fetch as an instruction a word that is

locked as data in the other node. To prevent this particular kind

of deadlock, a software convention disallows the extxution of

instructions that are simultaneously being written. Prohibiting

modifications to code segments is a common restriction in RISC

architectures.

The complexity of the argument for associative rhrashlock

might seem to indicate that the architectural framework is hard

to implement. It is important to emphasize that even though

the issues involved in closing the window of vulnerability are

complicated, the end product is rather simple. The next section

discusses our experiences building a system based on associative

thmshlock.

5 Implementation of the Framework

The Alewife machine employs the associative thrashlock tiame-

work to close the window of vulnerability. This section overviews

some of the key parameters of this implementation. For additional

details, see [15].

Alewife is a large-scale multiprocessor with distributed shared

memory. An Alewife processing node consists of a 33 MHz

Sparcle processor, 64K bytes of duect-mapped cache, a 4Mbyte

portion of globally-shared main memory, and a floating-point
coprocessor. The Sparcle processor is a modified SPARC

processor [16], utilizing register-windows for rapid context-

switching [8]. Our current implementation provides four dis-

tinct hardware contexts. Both the cache and floating-point units

are SPARC compatible. The nodes communicate via messages

through a cost-effective direct network with a mesh topology.

A single-chip communication and memo~ management unit

(CMMU) on each node holds the cache tags and transaction

buffers (described below), implements a variant of the cache co-

herence protocol described in [4], and provides a direct message-

passing interface to the underlying network.
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The CMMU’S transaction store is the heart of Alewife’s im-

plementation of associative thrashlock. The transaction store is a

fully associative set of 16 transaction buffers. Since the Alewife

machine context-switches via synchronous traps, each of the four

hardware contexts can have up to two primary transactions (see

Section 3.1). As required by the thrashlock scheme, the cache-

controller provides eight tried-once bits (two per context) end two

lock bits.

The transaction store is used as a small, fully-associative cache.

All contexts access the transaction store by address, and any con-

text may access a transaction buffer with a matching address.

Figure 7 illustrates the processor-side connections to the transec-

tion store. Each of the 16 transaction buffers contains an address,

state bits, and space for a complete memory-line. The transaction

buffers record the state of all outstanding memory transactions.

The transaction store is completely integrated with the cache-

coherence protoco~ indeed, it is much like a multiprocessor vic-

tim cache[14]. Data may be transfemed between transaction

buffers end the cache or the processor may access transaction

buffers directly. In addition, special instructions permit the pro-

cessor to initiate non-bhding prefetches. The transaction store

has independent data paths to the processor, to memory, and to

the network. A single module of associative match circuitry is

shared by the processor, network and memory.

In addition to implementing the associative thrashlock frame-

work, the transaction store has two additional benefits. First,

since the transaction store explicitly records the state of outstand-

ing transactions, it allows the Alewife cache-coherence protocol

to be independent of network ordering. Relaxing the constraint

of in-order delivery is desirable because it permits systems to be

built with networks that employ adaptive routing to avoid hot-

spots or bad connections.

Secm4 since context switching on Spercle is a polling mecha-

nism, contexts may retry memory accesses multiple times before

the requested data word becomes available. The transaction store

prevents redundant requests that could result from multiple retries

by recording the state of all outstanding memory transactions. The

same mechanism allows the requests from different contexts to

the same cache line to be consolidated.

Both a register-transfer level implementation and a high-level

simulation of Alewife’s associative threshlock framework are op-

erational. Final transistor-level verification of the CMMU is cur-

rently in progress. This chip will be fabricated with a 1p standard-

cell process by LSI Logic, Inc. All of the other components of the

Alewife system, including the Sparcle processor, the 1/0 board

and the node board have been fabricated. Sparcle and the I/O

board are fully functional, while the node board awaits a finished

controller for final testing.

6 Conclusion

This paper haa discussed the livelock and deadlock problems as-

sociated with the window of vulnerability and specified rm archi-

tectural framework that solves those problems. A combination of

multiphase memory transactions and the mechanisms associated

with shared memory may be implemented using the associative

thrashlock approach. If a system only needs to support a subset

of the mechanisms described in this paper, then Table 1 may be

used to decide which of the other two solutions are sufficient.

What is the appropriate amount of hardware required to close

the window of vulnerability? It is possible to imagine archi-

tectures that take completely different approaches to solving the

problems associated with multiphase memory transactions. For

example, the Alewife architecture forces contexts to poll until they

complete their outstanding transactions. Alternatively, a system

could eliminate the window of vulnerablli~ inherent in a polling

model by signaling or reenabling a context immediately when

its memory access completes. Such is the case in dataffow or

message-passing architectures. Polling has a smaller herdware

cost and optimizes for the common case when average remote

access latency is shorter than polling frequency. This is true

precisely when the window of vulnerability is long (Section 3.3),

Signaling is 1ssssensitive to remote access latency, but introduces

additional hardware complexity. System parameters or philoso-

phy determine whether polling, signaling, or a hybrid approach

is most appropriate.

A multiprocessor could also avoid the window of vulnerability

by eschewing the use of caches. In a system without caches,

all memory requests could be serviced by d~tributed modules,

By serializing transactions, memory modules would ensure both

coherence and forward progress. However, such a system would

have to provide extremely high bandwidth between processing

nodes and memory modules in order to achieve high performance.

The associative threshlock framework provides a solution to

the window of vulnerability problem in a polled system. The

framework allows the use of caches to reduce the bendwidth re-

quired from the interconnec~ end permits processors to store just

enough information to recreate the pipeline state of a context

when necessary. Instead of closing the window of vulnerability

by brute force, the Alewife architecture dynamically detects the

situations that can lead to deadlock and livelock. Only when

these relatively rare situations arise does the system close the

window. The fundamental architectural tra&-off pits hardware

expense and complexity against exceptional events that are un-

common, but potentially fatal.
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