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Web-search queries reveal your sensitive data
Health  ballet knee problem

Finances  job opportunities in west palm beach

Religion  african american churches in norfolk va

Citizenship  application forms us citizen

Relationships domestic violence laws in new york city

https://trec.nist.gov/data/million.query07.html
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“knee problem”

hopkinsmedicine.org/  
health/knee-pain

Today: Send query to search engine
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Goal: Search without revealing query

- does not hide subsequent HTTP(S) requests 
- does not hide when the client makes searches 
- does not guarantee correct search results 

Limitations:
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Challenges

1. Search algorithms are not “crypto friendly”
• Crypto:   Boolean circuits
• Search:  Random access to terabytes of data L

2. Computing on encrypted data is expensive
•Orders of magnitude worse than computation on plaintext

3. The web is large



Tiptoe: A private web-search engine
+ Server learns no information about client’s query
    unlike DuckDuckGo, Google over Tor, …

+ Searches 364 million web pages with 2.7 seconds of latency
    with 145 core-s of compute, 57 MiB comm., and 300 MiB of client storage

+ Supports image search; extensible to code, audio, video

– Search quality cannot compete with non-private search
    evaluated with standard information-retrieval benchmark (MS-MARCO)
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Figure 2: The Tiptoe system architecture. J In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data.   Upon each query, the client
embeds the query string into a vector, identifies the cluster nearest
its query vector, and queries the nearest-neighbor service to find
the best documents within that cluster. À Once the client knows the
IDs of the best-matching documents, it queries the URL service.
Ã Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a fixed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 floats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23, 46, 48, 59, 87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding function that the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use the msmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. The cluster centroids output by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to find the cluster
closest to its query embedding.

3. The data structures used for the cryptographic protocols
(§3–§4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service. The client uses the nearest-
neighbor service to find the IDs of the documents that
best match its query within a particular cluster (§3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service. The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (§4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embedding q, the client
must find the documents whose embedding vectors are nearest
to q in vector space. This is a private nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement “private approximate maximum-inner-product
search.”) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22, 86, 101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index !! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure 4) to learn the inner product
of its query vector q with every vector in cluster !! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster !! .
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facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a fixed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 floats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23, 46, 48, 59, 87].) Finally, the
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function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use the msmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. The cluster centroids output by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to find the cluster
closest to its query embedding.

3. The data structures used for the cryptographic protocols
(§3–§4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service. The client uses the nearest-
neighbor service to find the IDs of the documents that
best match its query within a particular cluster (§3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service. The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (§4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embedding q, the client
must find the documents whose embedding vectors are nearest
to q in vector space. This is a private nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement “private approximate maximum-inner-product
search.”) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22, 86, 101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index !! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure 4) to learn the inner product
of its query vector q with every vector in cluster !! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster !! .
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facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a fixed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 floats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23, 46, 48, 59, 87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding function that the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use the msmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. The cluster centroids output by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to find the cluster
closest to its query embedding.

3. The data structures used for the cryptographic protocols
(§3–§4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service. The client uses the nearest-
neighbor service to find the IDs of the documents that
best match its query within a particular cluster (§3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service. The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (§4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embedding q, the client
must find the documents whose embedding vectors are nearest
to q in vector space. This is a private nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement “private approximate maximum-inner-product
search.”) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22, 86, 101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index !! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure 4) to learn the inner product
of its query vector q with every vector in cluster !! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster !! .
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facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.
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corpus of documents into a set of data structures for private
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resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 floats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
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client needs three pieces of data:

1. The document-embedding function that the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use the msmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. The cluster centroids output by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
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closest to its query embedding.
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(§3–§4) that the client uses to interact with the Tiptoe
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Client-facing Tiptoe services.Clients interact with two Tip-
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1. Nearest-neighbor service. The client uses the nearest-
neighbor service to find the IDs of the documents that
best match its query within a particular cluster (§3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service. The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (§4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embedding q, the client
must find the documents whose embedding vectors are nearest
to q in vector space. This is a private nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement “private approximate maximum-inner-product
search.”) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22, 86, 101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index !! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure 4) to learn the inner product
of its query vector q with every vector in cluster !! , and

¥ locally search over these inner-product scores to identify
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facing services run on a cluster of tens of physical machines;
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Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
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closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
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services. These require 885 MiB of storage for our text-
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1. Nearest-neighbor service.The client uses the nearest-
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best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
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2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .

4

doc91: 27% 
doc92: 84%
doc93: 02% 
    É

Architecture

Enc(	𝑓 	 )  query



Tiptoe: Design ideas
1. Reduce private text search to private nearest-neighbor search
 Key tool: Semantic embeddings [Osgood57, …]

2. Reduce private nearest-neighbor search to private matrix multiplication
 Key tool: Clustering to reduce communication to 𝑁 (from 𝑁)

3. Use a new fast scheme for private matrix multiplication
 Key tool: Linearly homomorphic encryption with preprocessing

[HHCMVÕ22]
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Òknee problem Ó
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Why embeddings are useful
! Reduce a messy problem  (text search)

to a clean one    (nearest-neighbor search)

! Can improve/optimize embeddings independently of crypto

! There are open embeddings for
text, code, images, videos, audio…

! The embedding has no effect on privacy
 



Tiptoe: Design ideas
1. Reduce private text search to private nearest-neighbor search
 Key tool: Semantic embeddings [Osgood57, …]

2. Reduce private nearest-neighbor search to private matrix multiplication
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3. Use a new fast scheme for private matrix multiplication
 Key tool: Linearly homomorphic encryption with preprocessing

[HHCMVÕ22]
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Fetching scores for the documents in the best cluster
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Tiptoe: Design ideas
1. Reduce private text search to private nearest-neighbor search
 Key tool: Semantic embeddings [Osgood57, …]

2. Reduce private nearest-neighbor search to private matrix multiplication
 Key tool: Clustering to reduce communication to 𝑁 (from 𝑁)

3. Use a new fast scheme for private matrix multiplication
 Key tool: Linearly homomorphic encryption with preprocessing

[HHCMVÕ22]
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3. Fast private matrix multiplication

Based in part on 
joint work with:
(USENIX Security 2023)

• Use an off-the-shelf encryption scheme that supports 
applying a matrix to an encrypted vector
• Preprocess the expensive parts !  Fast to answer queries

Alexandra
Henzinger (MIT)

Matthew
Hong (MIT)

Sarah Meiklejohn 
(Google)

Vinod 
Vaikuntanathan (MIT)



Need: Fast encryption scheme that supports
  matrix multiplication on encrypted data.
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Starting point: Regev encryption
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Fact 1: Can apply matrix to encrypted vector
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Fact 2: Decryption is linear*
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Regev encryption for 
private matrix multiplication

100

$" #" $" #$ $" #% ' $" #'

$$#" $$#$ $$#% ' $$#'

($%#" ($%#$($%#% ' $%#'

' ' ' ' '

$&#" $&#$ $&#% ' $&#'

# '

Server

!

! "

1408 1

!# $ ! # $"



Regev encryption for 
private matrix multiplication

101

$" #" $" #$ $" #% ' $" #'

$$#" $$#$ $$#% ' $$#'

($%#" ($%#$($%#% ' $%#'

' ' ' ' '

$&#" $&#$ $&#% ' $&#'

# '

Server

!

! "

1408 1

!# $ !

Fixed public

matrix

# $"



Regev encryption for 
private matrix multiplication
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Regev encryption for 
private matrix multiplication
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Idea 1: Do most of the work in advance
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Idea 2: Outsource decryption to server
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Idea 2: Outsource decryption to server
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3. Fast private matrix multiplication
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Tiptoe: Design ideas
1. Reduce private text search to private nearest-neighbor search
 Key tool: Semantic embeddings [Osgood57, …]

2. Reduce private nearest-neighbor search to private matrix multiplication
 Key tool: Clustering to reduce communication to 𝑁 (from 𝑁)

3. Use a new fast scheme for private matrix multiplication
 Key tool: Linearly homomorphic encryption with preprocessing

[HHCMVÕ22]
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .

4

Ranking service

URL service

Preprocessing

Per query

! Corpus indexing

1. Embed

2. Cluster

3. Crypto

Documents

NN service

URL service

Clusters!
Embeddings

URLs

! Cluster centers
Crypto. data structures

Client

Enc(query1)

Enc(answer1)

Enc(query2)

Enc(answer2)

" query

URL

Pretrained
embedding ! Embedding fn.

!
EmbedFind cluster

# Decrypt
Find doc. ID

Decrypt$

Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Related work: Private search on public data
! Coeus (SOSP’21) – Private Wikipedia search

! Similar problem, similar architecture
! They use large embeddings (64k), no clustering, slower enc. scheme

! Splinter (NSDI’17) – Private SQL queries
! Much less communication: " #$%&' (  on corpus of '  documents
! Two non-colluding servers, does not support full-text search

Related work: Private search on private (encrypted) data 
! Some use embeddings (Zhao & Iwaihara ’17, Aritomo et al. ’19), …
! Require per-client encoding of the data



Implementation
6,500 lines of code (Go and Python)
+ our external private information retrieval library (SimplePIR, 2300 lines)

Search quality: MS Marco doc-rank “dev” dataset, 3.2M pages

Text search: Cleaned common crawl, 364M pages
   msmarco-distilbert-base-tas-b!embedding

Image search: LAION-400M data set, 400M images
   CLIP embedding (prepackaged)
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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Figure 2: The Tiptoe system architecture.! In a preprocessing
phase, the Tiptoe batch jobs use a pretrained embedding function to
embed each document into a vector, cluster the vectors, and generate
the cryptographic data structures. The client and servers each store
portions of the preprocessed data." Upon each query, the client
embeds the query string into a vector, identiÞes the cluster nearest
its query vector, and queries the nearest-neighbor service to Þnd
the best documents within that cluster.# Once the client knows the
IDs of the best-matching documents, it queries the URL service.
$ Finally, the client uses the answer from the URL service to recover
the document URLs.

facing services run on a cluster of tens of physical machines;
a production deployment could use many more to scale up.

Corpus indexing. The Tiptoe batch jobs convert the raw
corpus of documents into a set of data structures for private
search. First, the indexing jobs run each document through
an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
text search are vectors of 768 ßoats. Second, the indexing jobs
group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.

Clients. Clients in Tiptoe make private queries by interacting
with the Tiptoe services that we describe below. Each Tiptoe
client needs three pieces of data:

1. The document-embedding functionthat the client uses
this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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an embedding function to generate a Þxed-size vector rep-
resentation of the document. The output of this step is one
embedding vector per document; the embeddings we use for
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group the embedding vectors into clusters of tens of thousands
of documents each, and compute the centroids of each cluster.
Since nearby embedding vectors represent documents that
are close in content, the documents within each cluster are
about related topics. (Clustering is a common technique in
information-retrieval systems [23,46,48,59,87].) Finally, the
jobs compute a set of cryptographic data structures required
for our private-search protocols.
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with the Tiptoe services that we describe below. Each Tiptoe
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this function to embed its query string into a vector. This
function depends only on the type of document being
indexed (e.g., text, image) and not on the corpus itself.
We use themsmarco-distilbert-base-tas-b pretrained

neural network [46] as our text-embedding function. It
takes 265 MiB to represent; other popular embedding
models have similar size [94].

2. Thecluster centroidsoutput by the indexing batch jobs.
This list is 68 MiB for a text-search corpus of 360 million
web pages. The client uses the centroids to Þnd the cluster
closest to its query embedding.

3. Thedata structures used for the cryptographic protocols
(¤3Ð¤4) that the client uses to interact with the Tiptoe
services. These require 885 MiB of storage for our text-
search corpus.

Client-facing Tiptoe services.Clients interact with two Tip-
toe services over the Internet:

1. Nearest-neighbor service.The client uses the nearest-
neighbor service to Þnd the IDs of the documents that
best match its query within a particular cluster (¤3). The
Tiptoe client uses a new cryptographic protocol to obtain
the distance between its query embedding and all of the
documents in its chosen cluster, without revealing its query
or its chosen cluster to the Tiptoe service.

2. URL service.The Tiptoe client uses the URL service to
fetch the URL and associated metadata for a document (¤4).
The Tiptoe client uses a cryptographic private-information-
retrieval protocol [25] to query the URL service for this
data, while hiding which document it is interested in.

3 Finding the best documents with
private nearest-neighbor search

Once the Tiptoe client has its query embeddingq, the client
must Þnd the documents whose embedding vectors are nearest
to q in vector space. This is aprivate nearest-neighbor search
problem. (More precisely, since we measure closeness by
inner-product distance and return only an approximate result,
we implement Òprivate approximate maximum-inner-product
search.Ó) Prior schemes for private nearest-neighbor search
that scale beyond a few thousand items require multiple
non-colluding servers for security [22,86,101]; our protocol
requires a single logical server, relies only on cryptographic
assumptions, and has communication cost that scales with the
square root of the number of documents.

Tiptoe implements private nearest-neighbor search by hav-
ing the client:

¥ use its locally cached set of cluster centroids to identify
the index!! of the cluster nearest to its query embedding,

¥ run a new, compute-optimized private inner-product proto-
col with the servers (Figure4) to learn the inner product
of its query vectorq with every vector in cluster!! , and

¥ locally search over these inner-product scores to identify
the IDs of the best-matching documents within cluster!! .
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3! compression in corpus size, with only a minor e! ect on
search quality (see ¤6). We map image embeddings down to
384 dimensions (from 512).

Clustering. We use the Faiss library for clustering [49,50].
Tiptoe groups documents into clusters of approximately 50K
embeddings for both text and image search. Tiptoe computes
these clusters using a variant of! -means: we Þrst compute
centroids by running! -means over a subset of the dataset
(roughly 10 million documents), and then assign every doc-
ument to the cluster with the closest centroid. As! -means
clustering outputs clusters of widely varying size, we recur-
sively split large clusters into multiple smaller ones until
each cluster is small enough. In particular, on a corpus of"
documents, the clusters must be of size at most" / # , where#
is a parameter of our cryptographic nearest-neighbor-search
algorithm (¤3.4). Then, we shrink the total database size by
packing multiple clusters into a single column of our database
matrix V using greedy Þrst-Þt-decreasing bin packing. We
use the same techniques to group URLs into sub-clusters (as
per ¤4) and e" ciently pack these sub-clusters into the index.

A common technique to increase search quality in cluster-
based nearest-neighbor-search is to assign a single document
to multiple clusters [23,48]. To implement this strategy without
dramatically increasing the database size, we follow existing
work that only assigns documents to multiple clusters if they
are close to cluster boundaries [23]. In particular, we assign
20% of the documents to two clusters and the remaining 80%
only to a single cluster, resulting in a roughly1.2! overhead
in server computation and

"
1.2! overhead in communication.

We show in ¤6 that this optimization improves search quality.

6 Evaluation

In this section, we answer the following questions:
¥ How good are TiptoeÕs text-search results? (¤6.2)
¥ What is the performance and cost of Tiptoe, and how does

it compare to other private search systems? (¤6.3and ¤6.4)
¥ How do TiptoeÕs costs scale to larger corpuses? (¤6.5)
¥ To what extent do our optimizations reduce TiptoeÕs search

costs and a! ect its search quality? (¤6.6)

6.1 Experimental setup

System conÞguration.We run all Tiptoe servers (including
the coordinator) on memory-optimizedr5.xlarge AWS in-
stances with 4 vCPUs and 32 GiB of memory in theus-east-1

region. We run a single Tiptoe client on ar5.2xlarge in-
stance (8 vCPUs, 64 GiB of RAM) for text search, and on a
r5.4xlarge instance (16 vCPUs, 128 GiB of RAM) for image
search. To measure TiptoeÕs query throughput, we simulate
running up to 19 Tiptoe clients on oner5.16xlarge instance
(64 vCPUs, 512 GiB of RAM).

For text search, the nearest-neighbor service runs on 40
servers, and the URL service runs on four servers, plus one

front-end coordinator server shared among both. (The nearest-
neighbor service operates over a larger index than the URL
service, so we allocate more machines to it.) For image search,
the nearest-neighbor service runs on 160 servers and the URL
service on 16 servers. Each server holds roughly 6 GiB of
data. To simulate end-user network performance, we conÞgure
the link between the client and the coordinator to support
100 Mbps with a 50 ms RTT. To be conservative, when we
report compute costs in Òcore-seconds,Ó we measure the total
number of AWS vCPUs-seconds paid for (counting idle cores).

Data sets.For TiptoeÕs text search, we run over the C4 data
set, a cleaned version of the Common CrawlÕs English web
crawl corpus with 364M web pages [89,90]. This is not as
comprehensive as the crawls that Google and Bing use, but it is
the largest public crawl we could Þnd. In ¤6.5, we analytically
estimate how Tiptoe would scale to handle more documents.

For image search, we use the LAION-400M data set of im-
ages and English captions [100], drawn from Common Crawl
web crawls. We deduplicate images and discard captions.

Since neither of these two large data sets contain ground-
truth labels for the search task, we evaluate search quality
using the smaller MS MARCO document-ranking ÒdevÓ data
set [73]. This data set contains 3.2 million documents and a
set of 520 000 query-document pairs consisting of real Bing
queries and human-chosen answers. We use the standard
MRR@100 (Òmean reciprocal rank at 100Ó) search quality
metric, which is the mean of the inverse of the rank at which
the true-best result appeared in the Þrst 100 returned results,
averaged over the set of test queries.

6.2 Search quality
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Figure 5: MRR@100 search-qua-
lity scores for the full-retrieval doc-
ument-ranking MS MARCO task.

In Figure 5, we show
the MRR@100 scores
on the MS MARCO data
set for multiple search
algorithms: Tiptoe, a
deep-learning-based state-
of-the-art retrieval system
(ColBERT) [53], a standard
keyword-based retrieval
system (BM25), and term
frequency-inverse docu-
ment frequency (tf-idf),

which Coeus uses with a restricted dictionary of 65K
words. We report the ColBERT MRR@100 score from the
MS MARCO leaderboard [64]. For BM25, we report the
Anserini [111] BM25 baseline document ranking with the
default parameters (! 1 = 0.9, $ = 0.4). For tf-idf, we use the
Gensim library [93]. As the MS MARCO data set is roughly
100! smaller than the C4 data set, for Tiptoe, we reduce
the size of embedding and URL clusters by

"
100! = 10! .

(Per ¤3.4, Tiptoe sets the cluster size proportionally to the
square-root of the corpus size.)

8

Search quality is “tolerable” (MS MACRO benchmark)
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Best result ends up 
ranked 10 of 100

Best result ends up 
ranked 2 of 100

As embeddings improve, Tiptoe search quality will improve.
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Examples: Image search

D.2 Image search

We sample queries from an image caption data set [65] and run them on the LAION-400M data set, and we report the results
below. We include the URLs the image for the Þrst result with a URL that loads correctly. We omit queries with downloaded
images that do not display correctly. Note that Tiptoe currently only returns the URLs of images.
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ing a cell phone

Query: truck is parked in
front of a train station with
a parking meter on a city
street

Query: living room with a
television sitting on top of a
desk

Query: man riding a motor-
cycle down a busy city street

Query: zebra standing on
top of a lush green Þeld

Query: close up of a pizza
sitting on top of a plate

Query: brown bear standing
in front of a tree

Query: street sign sitting on
top of a pole in front of a
building

Query: man riding a horse
drawn carriage on the back
of a motorcycle

Query: man standing on a
tennis court holding a ten-
nis racket in front of a tennis
ball
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Figure 10: Analytical Tiptoe text search performance as we add optimizations. MRR@100 numbers (! -axis) are on the MSMARCO data set;
performance numbers (" -axis) are on the C4 data set. We report measured performance for full Tiptoe, but expected performance for (a) Coeus
and (b) Tiptoe without some optimizations.! No optimizations (return inner-product score for every doc and run a private-information-retrieval
scheme to retrieve the top 100 results)." Cluster embeddings using na•ve clustering (only return inner-product scores for a cluster).# Within
a cluster, retrieve a random chunk of URLs containing the top result and output the top 100 results from this chunk.$ Cluster the URLs
to retrieve a batch of related URLs containing the top result and output the top 100 results from this batch.% Assign documents at cluster
boundaries to 2 clusters.& Reduce the embedding size by3! with PCA (full Tiptoe).

in MRR@100. Clustering URLs into semantically similar
batches$ does not a! ect communication and computation,
but improves MRR@100 by 0.04.

Assigning documents at the boundary of two clusters to
both clusters% increases index size by1.2! but improves
MRR@100 by 0.015. Finally,& reducing the embedding
dimension by3! with PCA improves communication and
computation by3! , but decreases MRR@100 by 0.04. Overall,
TiptoeÕs optimizations improve communication by two orders
of magnitude and computation by one order of magnitude, at
the cost of a 0.2 drop in MRR@100Ñthat is, the top result
appears at position 10 rather than at position 3 (on average).

7 Discussion

Handling changes to the search index.The cryptographic
data structures that the Tiptoe client stores must change with
each update to the corpus. A number of techniques in the
literature reduce the cost of these updates [43,44,54,60]. At a
high level, the server can divide the search index into a large
part (that changes rarely) and a small part (that changes often).
The client must download hints for the small part oftenÑevery
time the small part changesÑthough these hints are small; the
client needs to download a hint for the large part only rarely.

Private advertising. Search engines today make money by
displaying relevant ads alongside search results [41]. Tiptoe
is compatible with this business model: just as a client uses
Tiptoe to fetch relevant webpages, a client could use Tiptoe to
fetch relevant textual ads from a search provider. To implement
this, the search provider would embed each ad using the
embedding function. The client would use Tiptoe to Þnd the
IDs of the ads most relevant to its queryÑinstead of privately
fetching the document URL in the last protocol step, the client
would privately fetch the text of the ad.

The privacy guarantees here hold only up until the point
that the client clicks on the ad. Since the advertiser learns
no information about how many times each ad was viewed,
this style of advertising is more compatible with pay-per-click
(rather than pay-per-impression) ads.
Private search on encrypted data.Tiptoe can be extended
to search overencrypteddocuments. To do so, the client
processes the corpus as in Tiptoe: the client embeds each
document, clusters the embeddings, and stores the centroids
locally. Instead of storing the plaintext embeddings and URLs
on the Tiptoe servers, the client encrypts the embeddings and
URLs and stores the ciphertexts on the Tiptoe servers.

Later on, the client can search over these documents while
revealing no information about its query or the corpus (apart
from the total corpus size) to the server. The only di! erence to
Tiptoe is that, in the nearest-neighbor search step, the server
must now compute the inner product of the clientÕs encrypted
query embedding with eachencrypteddocument vector. This
is possible using a homomorphic encryption scheme that
supportsdegree-two computationson encrypted data [17].
Reducing communication and storage with non-colluding
services. In Tiptoe, the client interacts with a single logical
server, which may be adversarial. If instead the client can
communicate with two search services assumed to be non-
colluding, we can forgo the use of encryption to dramatically
reduce the client storage and communication costs.

In particular, the client could store only the embedding
function (265 MiB for text search) as its local state. To
determine which cluster is closest to its query embedding, the
client would secret-share its embedding vector using additive
secret sharing, and send one share to each service. The service
could compute the inner products with all cluster centroids
on this secret-shared vector and return the resulting distance
values to the client. To execute the nearest-neighbor search
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Figure 10: Analytical Tiptoe text search performance as we add optimizations. MRR@100 numbers (! -axis) are on the MSMARCO data set;
performance numbers (" -axis) are on the C4 data set. We report measured performance for full Tiptoe, but expected performance for (a) Coeus
and (b) Tiptoe without some optimizations.! No optimizations (return inner-product score for every doc and run a private-information-retrieval
scheme to retrieve the top 100 results)." Cluster embeddings using na•ve clustering (only return inner-product scores for a cluster).# Within
a cluster, retrieve a random chunk of URLs containing the top result and output the top 100 results from this chunk.$ Cluster the URLs
to retrieve a batch of related URLs containing the top result and output the top 100 results from this batch.% Assign documents at cluster
boundaries to 2 clusters.& Reduce the embedding size by3! with PCA (full Tiptoe).

in MRR@100. Clustering URLs into semantically similar
batches$ does not a! ect communication and computation,
but improves MRR@100 by 0.04.

Assigning documents at the boundary of two clusters to
both clusters% increases index size by1.2! but improves
MRR@100 by 0.015. Finally,& reducing the embedding
dimension by3! with PCA improves communication and
computation by3! , but decreases MRR@100 by 0.04. Overall,
TiptoeÕs optimizations improve communication by two orders
of magnitude and computation by one order of magnitude, at
the cost of a 0.2 drop in MRR@100Ñthat is, the top result
appears at position 10 rather than at position 3 (on average).

7 Discussion

Handling changes to the search index.The cryptographic
data structures that the Tiptoe client stores must change with
each update to the corpus. A number of techniques in the
literature reduce the cost of these updates [43,44,54,60]. At a
high level, the server can divide the search index into a large
part (that changes rarely) and a small part (that changes often).
The client must download hints for the small part oftenÑevery
time the small part changesÑthough these hints are small; the
client needs to download a hint for the large part only rarely.

Private advertising. Search engines today make money by
displaying relevant ads alongside search results [41]. Tiptoe
is compatible with this business model: just as a client uses
Tiptoe to fetch relevant webpages, a client could use Tiptoe to
fetch relevant textual ads from a search provider. To implement
this, the search provider would embed each ad using the
embedding function. The client would use Tiptoe to Þnd the
IDs of the ads most relevant to its queryÑinstead of privately
fetching the document URL in the last protocol step, the client
would privately fetch the text of the ad.

The privacy guarantees here hold only up until the point
that the client clicks on the ad. Since the advertiser learns
no information about how many times each ad was viewed,
this style of advertising is more compatible with pay-per-click
(rather than pay-per-impression) ads.
Private search on encrypted data.Tiptoe can be extended
to search overencrypteddocuments. To do so, the client
processes the corpus as in Tiptoe: the client embeds each
document, clusters the embeddings, and stores the centroids
locally. Instead of storing the plaintext embeddings and URLs
on the Tiptoe servers, the client encrypts the embeddings and
URLs and stores the ciphertexts on the Tiptoe servers.

Later on, the client can search over these documents while
revealing no information about its query or the corpus (apart
from the total corpus size) to the server. The only di! erence to
Tiptoe is that, in the nearest-neighbor search step, the server
must now compute the inner product of the clientÕs encrypted
query embedding with eachencrypteddocument vector. This
is possible using a homomorphic encryption scheme that
supportsdegree-two computationson encrypted data [17].
Reducing communication and storage with non-colluding
services. In Tiptoe, the client interacts with a single logical
server, which may be adversarial. If instead the client can
communicate with two search services assumed to be non-
colluding, we can forgo the use of encryption to dramatically
reduce the client storage and communication costs.

In particular, the client could store only the embedding
function (265 MiB for text search) as its local state. To
determine which cluster is closest to its query embedding, the
client would secret-share its embedding vector using additive
secret sharing, and send one share to each service. The service
could compute the inner products with all cluster centroids
on this secret-shared vector and return the resulting distance
values to the client. To execute the nearest-neighbor search
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Figure 10: Analytical Tiptoe text search performance as we add optimizations. MRR@100 numbers (! -axis) are on the MSMARCO data set;
performance numbers (" -axis) are on the C4 data set. We report measured performance for full Tiptoe, but expected performance for (a) Coeus
and (b) Tiptoe without some optimizations.! No optimizations (return inner-product score for every doc and run a private-information-retrieval
scheme to retrieve the top 100 results)." Cluster embeddings using na•ve clustering (only return inner-product scores for a cluster).# Within
a cluster, retrieve a random chunk of URLs containing the top result and output the top 100 results from this chunk.$ Cluster the URLs
to retrieve a batch of related URLs containing the top result and output the top 100 results from this batch.% Assign documents at cluster
boundaries to 2 clusters.& Reduce the embedding size by3! with PCA (full Tiptoe).

in MRR@100. Clustering URLs into semantically similar
batches$ does not a! ect communication and computation,
but improves MRR@100 by 0.04.

Assigning documents at the boundary of two clusters to
both clusters% increases index size by1.2! but improves
MRR@100 by 0.015. Finally,& reducing the embedding
dimension by3! with PCA improves communication and
computation by3! , but decreases MRR@100 by 0.04. Overall,
TiptoeÕs optimizations improve communication by two orders
of magnitude and computation by one order of magnitude, at
the cost of a 0.2 drop in MRR@100Ñthat is, the top result
appears at position 10 rather than at position 3 (on average).

7 Discussion

Handling changes to the search index.The cryptographic
data structures that the Tiptoe client stores must change with
each update to the corpus. A number of techniques in the
literature reduce the cost of these updates [43,44,54,60]. At a
high level, the server can divide the search index into a large
part (that changes rarely) and a small part (that changes often).
The client must download hints for the small part oftenÑevery
time the small part changesÑthough these hints are small; the
client needs to download a hint for the large part only rarely.

Private advertising. Search engines today make money by
displaying relevant ads alongside search results [41]. Tiptoe
is compatible with this business model: just as a client uses
Tiptoe to fetch relevant webpages, a client could use Tiptoe to
fetch relevant textual ads from a search provider. To implement
this, the search provider would embed each ad using the
embedding function. The client would use Tiptoe to Þnd the
IDs of the ads most relevant to its queryÑinstead of privately
fetching the document URL in the last protocol step, the client
would privately fetch the text of the ad.

The privacy guarantees here hold only up until the point
that the client clicks on the ad. Since the advertiser learns
no information about how many times each ad was viewed,
this style of advertising is more compatible with pay-per-click
(rather than pay-per-impression) ads.
Private search on encrypted data.Tiptoe can be extended
to search overencrypteddocuments. To do so, the client
processes the corpus as in Tiptoe: the client embeds each
document, clusters the embeddings, and stores the centroids
locally. Instead of storing the plaintext embeddings and URLs
on the Tiptoe servers, the client encrypts the embeddings and
URLs and stores the ciphertexts on the Tiptoe servers.

Later on, the client can search over these documents while
revealing no information about its query or the corpus (apart
from the total corpus size) to the server. The only di! erence to
Tiptoe is that, in the nearest-neighbor search step, the server
must now compute the inner product of the clientÕs encrypted
query embedding with eachencrypteddocument vector. This
is possible using a homomorphic encryption scheme that
supportsdegree-two computationson encrypted data [17].
Reducing communication and storage with non-colluding
services. In Tiptoe, the client interacts with a single logical
server, which may be adversarial. If instead the client can
communicate with two search services assumed to be non-
colluding, we can forgo the use of encryption to dramatically
reduce the client storage and communication costs.

In particular, the client could store only the embedding
function (265 MiB for text search) as its local state. To
determine which cluster is closest to its query embedding, the
client would secret-share its embedding vector using additive
secret sharing, and send one share to each service. The service
could compute the inner products with all cluster centroids
on this secret-shared vector and return the resulting distance
values to the client. To execute the nearest-neighbor search
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Figure 10: Analytical Tiptoe text search performance as we add optimizations. MRR@100 numbers (! -axis) are on the MSMARCO data set;
performance numbers (" -axis) are on the C4 data set. We report measured performance for full Tiptoe, but expected performance for (a) Coeus
and (b) Tiptoe without some optimizations.! No optimizations (return inner-product score for every doc and run a private-information-retrieval
scheme to retrieve the top 100 results)." Cluster embeddings using na•ve clustering (only return inner-product scores for a cluster).# Within
a cluster, retrieve a random chunk of URLs containing the top result and output the top 100 results from this chunk.$ Cluster the URLs
to retrieve a batch of related URLs containing the top result and output the top 100 results from this batch.% Assign documents at cluster
boundaries to 2 clusters.& Reduce the embedding size by3! with PCA (full Tiptoe).

in MRR@100. Clustering URLs into semantically similar
batches$ does not a! ect communication and computation,
but improves MRR@100 by 0.04.

Assigning documents at the boundary of two clusters to
both clusters% increases index size by1.2! but improves
MRR@100 by 0.015. Finally,& reducing the embedding
dimension by3! with PCA improves communication and
computation by3! , but decreases MRR@100 by 0.04. Overall,
TiptoeÕs optimizations improve communication by two orders
of magnitude and computation by one order of magnitude, at
the cost of a 0.2 drop in MRR@100Ñthat is, the top result
appears at position 10 rather than at position 3 (on average).

7 Discussion

Handling changes to the search index.The cryptographic
data structures that the Tiptoe client stores must change with
each update to the corpus. A number of techniques in the
literature reduce the cost of these updates [43,44,54,60]. At a
high level, the server can divide the search index into a large
part (that changes rarely) and a small part (that changes often).
The client must download hints for the small part oftenÑevery
time the small part changesÑthough these hints are small; the
client needs to download a hint for the large part only rarely.

Private advertising. Search engines today make money by
displaying relevant ads alongside search results [41]. Tiptoe
is compatible with this business model: just as a client uses
Tiptoe to fetch relevant webpages, a client could use Tiptoe to
fetch relevant textual ads from a search provider. To implement
this, the search provider would embed each ad using the
embedding function. The client would use Tiptoe to Þnd the
IDs of the ads most relevant to its queryÑinstead of privately
fetching the document URL in the last protocol step, the client
would privately fetch the text of the ad.

The privacy guarantees here hold only up until the point
that the client clicks on the ad. Since the advertiser learns
no information about how many times each ad was viewed,
this style of advertising is more compatible with pay-per-click
(rather than pay-per-impression) ads.
Private search on encrypted data.Tiptoe can be extended
to search overencrypteddocuments. To do so, the client
processes the corpus as in Tiptoe: the client embeds each
document, clusters the embeddings, and stores the centroids
locally. Instead of storing the plaintext embeddings and URLs
on the Tiptoe servers, the client encrypts the embeddings and
URLs and stores the ciphertexts on the Tiptoe servers.

Later on, the client can search over these documents while
revealing no information about its query or the corpus (apart
from the total corpus size) to the server. The only di! erence to
Tiptoe is that, in the nearest-neighbor search step, the server
must now compute the inner product of the clientÕs encrypted
query embedding with eachencrypteddocument vector. This
is possible using a homomorphic encryption scheme that
supportsdegree-two computationson encrypted data [17].
Reducing communication and storage with non-colluding
services. In Tiptoe, the client interacts with a single logical
server, which may be adversarial. If instead the client can
communicate with two search services assumed to be non-
colluding, we can forgo the use of encryption to dramatically
reduce the client storage and communication costs.

In particular, the client could store only the embedding
function (265 MiB for text search) as its local state. To
determine which cluster is closest to its query embedding, the
client would secret-share its embedding vector using additive
secret sharing, and send one share to each service. The service
could compute the inner products with all cluster centroids
on this secret-shared vector and return the resulting distance
values to the client. To execute the nearest-neighbor search
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Figure 10: Analytical Tiptoe text search performance as we add optimizations. MRR@100 numbers (! -axis) are on the MSMARCO data set;
performance numbers (" -axis) are on the C4 data set. We report measured performance for full Tiptoe, but expected performance for (a) Coeus
and (b) Tiptoe without some optimizations.! No optimizations (return inner-product score for every doc and run a private-information-retrieval
scheme to retrieve the top 100 results)." Cluster embeddings using na•ve clustering (only return inner-product scores for a cluster).# Within
a cluster, retrieve a random chunk of URLs containing the top result and output the top 100 results from this chunk.$ Cluster the URLs
to retrieve a batch of related URLs containing the top result and output the top 100 results from this batch.% Assign documents at cluster
boundaries to 2 clusters.& Reduce the embedding size by3! with PCA (full Tiptoe).

in MRR@100. Clustering URLs into semantically similar
batches$ does not a! ect communication and computation,
but improves MRR@100 by 0.04.

Assigning documents at the boundary of two clusters to
both clusters% increases index size by1.2! but improves
MRR@100 by 0.015. Finally,& reducing the embedding
dimension by3! with PCA improves communication and
computation by3! , but decreases MRR@100 by 0.04. Overall,
TiptoeÕs optimizations improve communication by two orders
of magnitude and computation by one order of magnitude, at
the cost of a 0.2 drop in MRR@100Ñthat is, the top result
appears at position 10 rather than at position 3 (on average).

7 Discussion

Handling changes to the search index.The cryptographic
data structures that the Tiptoe client stores must change with
each update to the corpus. A number of techniques in the
literature reduce the cost of these updates [43,44,54,60]. At a
high level, the server can divide the search index into a large
part (that changes rarely) and a small part (that changes often).
The client must download hints for the small part oftenÑevery
time the small part changesÑthough these hints are small; the
client needs to download a hint for the large part only rarely.

Private advertising. Search engines today make money by
displaying relevant ads alongside search results [41]. Tiptoe
is compatible with this business model: just as a client uses
Tiptoe to fetch relevant webpages, a client could use Tiptoe to
fetch relevant textual ads from a search provider. To implement
this, the search provider would embed each ad using the
embedding function. The client would use Tiptoe to Þnd the
IDs of the ads most relevant to its queryÑinstead of privately
fetching the document URL in the last protocol step, the client
would privately fetch the text of the ad.

The privacy guarantees here hold only up until the point
that the client clicks on the ad. Since the advertiser learns
no information about how many times each ad was viewed,
this style of advertising is more compatible with pay-per-click
(rather than pay-per-impression) ads.
Private search on encrypted data.Tiptoe can be extended
to search overencrypteddocuments. To do so, the client
processes the corpus as in Tiptoe: the client embeds each
document, clusters the embeddings, and stores the centroids
locally. Instead of storing the plaintext embeddings and URLs
on the Tiptoe servers, the client encrypts the embeddings and
URLs and stores the ciphertexts on the Tiptoe servers.

Later on, the client can search over these documents while
revealing no information about its query or the corpus (apart
from the total corpus size) to the server. The only di! erence to
Tiptoe is that, in the nearest-neighbor search step, the server
must now compute the inner product of the clientÕs encrypted
query embedding with eachencrypteddocument vector. This
is possible using a homomorphic encryption scheme that
supportsdegree-two computationson encrypted data [17].
Reducing communication and storage with non-colluding
services. In Tiptoe, the client interacts with a single logical
server, which may be adversarial. If instead the client can
communicate with two search services assumed to be non-
colluding, we can forgo the use of encryption to dramatically
reduce the client storage and communication costs.

In particular, the client could store only the embedding
function (265 MiB for text search) as its local state. To
determine which cluster is closest to its query embedding, the
client would secret-share its embedding vector using additive
secret sharing, and send one share to each service. The service
could compute the inner products with all cluster centroids
on this secret-shared vector and return the resulting distance
values to the client. To execute the nearest-neighbor search
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Figure 10: Analytical Tiptoe text search performance as we add optimizations. MRR@100 numbers (! -axis) are on the MSMARCO data set;
performance numbers (" -axis) are on the C4 data set. We report measured performance for full Tiptoe, but expected performance for (a) Coeus
and (b) Tiptoe without some optimizations.! No optimizations (return inner-product score for every doc and run a private-information-retrieval
scheme to retrieve the top 100 results)." Cluster embeddings using na•ve clustering (only return inner-product scores for a cluster).# Within
a cluster, retrieve a random chunk of URLs containing the top result and output the top 100 results from this chunk.$ Cluster the URLs
to retrieve a batch of related URLs containing the top result and output the top 100 results from this batch.% Assign documents at cluster
boundaries to 2 clusters.& Reduce the embedding size by3! with PCA (full Tiptoe).

in MRR@100. Clustering URLs into semantically similar
batches$ does not a! ect communication and computation,
but improves MRR@100 by 0.04.

Assigning documents at the boundary of two clusters to
both clusters% increases index size by1.2! but improves
MRR@100 by 0.015. Finally,& reducing the embedding
dimension by3! with PCA improves communication and
computation by3! , but decreases MRR@100 by 0.04. Overall,
TiptoeÕs optimizations improve communication by two orders
of magnitude and computation by one order of magnitude, at
the cost of a 0.2 drop in MRR@100Ñthat is, the top result
appears at position 10 rather than at position 3 (on average).

7 Discussion

Handling changes to the search index.The cryptographic
data structures that the Tiptoe client stores must change with
each update to the corpus. A number of techniques in the
literature reduce the cost of these updates [43,44,54,60]. At a
high level, the server can divide the search index into a large
part (that changes rarely) and a small part (that changes often).
The client must download hints for the small part oftenÑevery
time the small part changesÑthough these hints are small; the
client needs to download a hint for the large part only rarely.

Private advertising. Search engines today make money by
displaying relevant ads alongside search results [41]. Tiptoe
is compatible with this business model: just as a client uses
Tiptoe to fetch relevant webpages, a client could use Tiptoe to
fetch relevant textual ads from a search provider. To implement
this, the search provider would embed each ad using the
embedding function. The client would use Tiptoe to Þnd the
IDs of the ads most relevant to its queryÑinstead of privately
fetching the document URL in the last protocol step, the client
would privately fetch the text of the ad.

The privacy guarantees here hold only up until the point
that the client clicks on the ad. Since the advertiser learns
no information about how many times each ad was viewed,
this style of advertising is more compatible with pay-per-click
(rather than pay-per-impression) ads.
Private search on encrypted data.Tiptoe can be extended
to search overencrypteddocuments. To do so, the client
processes the corpus as in Tiptoe: the client embeds each
document, clusters the embeddings, and stores the centroids
locally. Instead of storing the plaintext embeddings and URLs
on the Tiptoe servers, the client encrypts the embeddings and
URLs and stores the ciphertexts on the Tiptoe servers.

Later on, the client can search over these documents while
revealing no information about its query or the corpus (apart
from the total corpus size) to the server. The only di! erence to
Tiptoe is that, in the nearest-neighbor search step, the server
must now compute the inner product of the clientÕs encrypted
query embedding with eachencrypteddocument vector. This
is possible using a homomorphic encryption scheme that
supportsdegree-two computationson encrypted data [17].
Reducing communication and storage with non-colluding
services. In Tiptoe, the client interacts with a single logical
server, which may be adversarial. If instead the client can
communicate with two search services assumed to be non-
colluding, we can forgo the use of encryption to dramatically
reduce the client storage and communication costs.

In particular, the client could store only the embedding
function (265 MiB for text search) as its local state. To
determine which cluster is closest to its query embedding, the
client would secret-share its embedding vector using additive
secret sharing, and send one share to each service. The service
could compute the inner products with all cluster centroids
on this secret-shared vector and return the resulting distance
values to the client. To execute the nearest-neighbor search
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Ongoing work

Increase server throughput
" DRAM bandwidth is the bottleneck
" Answering queries in batches (+GPUs) should help

Improve search quality
" Better clustering strategy
" Handle exact searches (“77 Massachusetts Ave, Cambridge”)

Reduce communication
" Easy with two non-colluding search providers
" With a single server?



Tiptoe: Private web search

! Search over 364M webpages with 2.7 seconds of latency
! “Best-possible” privacy

Reveal no information about your query to the search engine

Web search is just one application of these tools:
! Embeddings turn messy computations into simple/linear ones
! It’s now cheap to do matrix-vector product under encryption
! What else is possible?
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Adshopkinsmedicine.org/ !
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Tiptoe: Private web search

Alexandra Henzinger, Emma Dauterman,
Henry Corrigan-Gibbs, Nickolai Zeldovich

https://github.com/ahenzinger/tiptoe
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Òknee problem Ó

hopkinsmedicine.org/ !
health/knee-pain

Private 
search 
service

Òknee problem Ó

Goal: Search without revealing query

!"#

!"#

  (��������������������)

  (��������������������)

Attacker!
(data breach)

SketchyCo!
(resale)

Adshopkinsmedicine.org/ !
health/knee-pain

Tiptoe: Private web search

Alexandra Henzinger, Emma Dauterman,
Henry Corrigan-Gibbs, Nickolai Zeldovich

https://github.com/ahenzinger/tiptoe
Thank you!





Background: Learning-with-errors problem
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Background: Learning-with-errors problem
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It is hard to solve noisy systems of linear equations modulo 2$%

(Regev 2005)

!

"!

Computationally 
indistinguishable 
from random,
under the LWE 
assumption



Regev’s secret-key encryption scheme
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Regev’s secret-key encryption scheme
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!

! ("

To decrypt #$)%  given ' , compute:
)%*+ # , '  
- # , ' *( * ( *. + # , '  
- . (  
/ .  

Can apply matrix 0  to encrypted vector:
0)% + 0# '  

- 0 )%*+ # ' / 0 , .  

) **+*

) **+*


