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Private information retrieval (PIR)
Goals:
• Read a bit from a database.
• Hide from the database server
which bit you read.

Easy extensions:
• Longer DB rows
• Queries by keyword
• Read 10 rows at once

Index
𝑖 ∈ {1, … ,𝑁} 

Database
𝑥 ∈ 0,1 ! 

𝑥" ∈ {0,1}

Chor, Gilboa, Kushilevitz, Sudan 1995
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Correctness: For all databases 𝑥 ∈ {0,1}!	, all queries 𝑖 ∈ [𝑁],
an honest client interacting with an honest server outputs 𝑥" (w.h.p).

Client privacy: The server “learns nothing” about the client’s query.
 For all databases 𝑥 ∈ {0,1}!	, for all queries 𝑖, 𝑗 ∈ [𝑁],

View of server when
client queries i 	≈"

View of server when
client queries j	

Communication efficiency:
A read over a database of 𝑁 bits requires ≪ 𝑁 bits of communication

Private information retrieval: Requirements
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Media streaming: [GCMSAW16]
Metadata-hiding messaging: [SCM05], [AS16], [ACLS18], [AYAAG21], …



PIR requires very little communication
• DB read with no privacy:       log𝑁 bits
• DB read with PIR:  ≈ 256 log𝑁 bits [GI14, BGI15]

        (under crypto assumptions)

PIR requires lots of server-side computation
• DB read with no privacy:    𝑂 1  time
• DB read with PIR:   ≥ 𝑁 time    ← Inherent L 

Intuition: If server doesn’t touch database bit 𝑖 while answering
       client’s query, client can’t be reading bit 𝑖.
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Two approaches to fast PIR

1. Encode/preprocess the database
 + Server can run in 𝑜(𝑁) time per query
 – Schemes are concretely inefficient for large DBs

2. Make the linear scan as fast as possible
 + A quick linear scan is often good enough
 – Fastest schemes need 2+ non-colluding servers

53
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• Near memory-bandwidth limit
• ≤ 1600 lines of code in Go and C
• “manageable”* communication cost

58



This talk

•State of the art
•Background: A classic PIR scheme
•Our results

–SimplePIR: High throughput
–DoublePIR: Less communication

•Evaluation results
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Learning with errors [Reg09]
Given 𝑚 linear equations in 𝑛 ≪ 𝑚 unknowns…   (mod 𝑞)

𝑛
,

𝑚

random from ℤ%&×( random from ℤ%(

× 𝐬
𝐀 𝐀

… can we efficiently find 𝐬 ?
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Learning with errors [Reg09]
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… can we efficiently find 𝐬 ?
𝑛

,

𝑚

random from ℤ%&×( random from ℤ%(

× 𝐬
𝐀 𝐀 𝐞+

random from a ‘small’ 
error distribution 𝜒&
(e.g., uniform over [-5,5])

Given 𝑚 linear equations in 𝑛 ≪ 𝑚 unknowns…   (mod 𝑞)



Learning with errors [Reg09]
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… can we efficiently find 𝐬 ?
𝑛

,

𝑚

random from ℤ%&×( random from ℤ%(

× 𝐬

As far as we know: No!

𝐀 𝐀 𝐞+

random from a ‘small’ 
error distribution 𝜒&
(e.g., uniform over [-5,5])

Given 𝑚 linear equations in 𝑛 ≪ 𝑚 unknowns…   (mod 𝑞)



Learning with errors [Reg09]
For secret 𝐬 ←) ℤ%( (e.g., with 𝑛 = 1024, 𝑞 = 2*+)

𝑛
,

𝑚 × 𝐬
𝐀 𝐀 𝐞+

71

Computationally 
indistinguishable 
from random,
under the LWE 
assumption



Secret-key “Regev” encryption from LWE
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𝑛 ,

𝑚 × 𝐬
𝐀 𝐀 𝐞+ 𝛍+ 𝐛
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=

Ciphertext

𝑛

𝑚
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To decrypt, compute:  𝛍 ≈ 𝐛	 − 𝐀 ⋅ 𝐬	 ∈ ℤ%&.
(Correct up to error in low-order bits.)

For secret 𝐬 ←) ℤ%(, message 𝛍 ∈ ℤ%&…

𝐀



Secret-key “Regev” encryption from LWE
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Three key properties of Regev encryption
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1) The matrix 𝐀 is independent of the encrypted message
 ⇒ Can use a fixed	matrix 𝐀

2) The scheme is linearly homomorphic:
 ⇒ If (𝐀, 𝐛) encrypts message 𝛍,
    then for any* matrix 𝐃 ∈ ℤ%&	×&
 𝐃 ⋅ 𝐀,𝐃 ⋅ 𝐛  encrypts message 𝐃 ⋅ 𝛍

3) Decrypting a single element of the message 𝛍
requires reading only a single row of 𝐀	| 	𝐛) 

𝐛

,

𝐀
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Result 1: SimplePIR

Assuming LWE, we build single-server PIR where, on an 𝑁-byte database,
•the client downloads a one-time “hint” of size 4096 ⋅ 𝑁 bytes,  (!)
•the per-query communication is 8 ⋅ 𝑁 bytes, and
•the server performs 2𝑁 32-bit operations per query [10 GB/s/core].

On databases with 1-byte entries, we build single-server PIR where
•the client downloads a one-time “hint” of size 16 MB,
•the per-query communication is 8 ⋅ 𝑁 bytes, and
•the server performs 2𝑁 + 𝑜(𝑁) 32-bit ops. per query [7 GB/s/core].

Result 2: DoublePIR
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Assuming LWE, we build single-server PIR where, on an 𝑁-byte database,
•the client downloads a one-time “hint” of size 4096 ⋅ 𝑁 bytes,
•the per-query communication is 8 ⋅ 𝑁 bytes, and
•the server performs 2𝑁 32-bit operations per query [10 GB/s/core].

  Key idea:
• Instantiate the “square root” PIR scheme with Regev encryption
• The server can do 99.9% of the work in a one-time preprocessing phase

Result 1: SimplePIR



“Square-root” single-server PIR [KO97]
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“Square-root” single-server PIR with Regev
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“Square-root” single-server PIR with Regev

Computation is 𝑛 + 1 𝑁  operations in ℤ%
Communication is 2 𝑛 + 1 𝑁 elements of ℤ%

For security, we need 𝑛 ≈ 1000, so:
• For each byte of database the server performs 1000 32-bit ops
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𝐃 ⋅ 𝐛

,
𝐃 ⋅ 𝐀

Basis of SimplePIR
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SimplePIR
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𝐃 ∈ ℤ !× !  𝐃 ⋅ 𝐀

Offline phase

Online phase

Hint𝐀

wants column
𝑐 ∈ {1,… , 𝑁}

𝐛

𝑁

𝑁 Query

𝐃 ⋅ 𝐛
𝐃 ∈ ℤ !× !  

Answer
𝑁

𝐀



SimplePIR costs  (one-bit records)

One-time computation is 𝑛𝑁  32-bit adds, muls
Per-client offline comm. is 4096 𝑁 bytes

Online computation is  𝑁  32-bit adds, muls
Online communication is 8 𝑁  bytes

We take 𝑛 = 2#$, 𝑞 = 2%&, 𝑝 = 2' to get 128-bit security.
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SimplePIR: Can trade upload for download
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How to handle database updates

Every time the database changes, the client’s “hint” must change
– Don’t want to have to re-download the giant hint with every query

Simple approach (used in static data structures, oblivious RAM, …) [BS80, GO96, …]

→ Have a large database that changes rarely
• Large hint, but need to download it rarely

→ Have a small database of updates that changes often
• Small hint, but need to download it often

Many generalizations and extensions…
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Implementation

1
0
0

Open-source code at github.com/ahenzinger/simplepir
• 1,400 lines of Go & 200 lines of C, for SimplePIR and DoublePIR
• No external libraries
• For speed: Set modulus 𝑞 = 2$%, use SIMD instructions (AVX)

Experimental setup
• Run on Amazon EC2 c5n.metal instance
• All experiments use a 1 GB database, single thread of execution

https://github.com/ahenzinger/simplepir
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PIR costs on a 1 GB database, 
with entries of increasing size.

SimplePIR is the fastest known single-server PIR



SimplePIR is almost as fast as two-server PIR

1
0
2

PIR costs on a 1 GB database, 
with entries of increasing size.

[two-server]

[two-server]



SimplePIR and DoublePIR improve
throughput at the cost of communication

1
0
3

PIR costs on a 1 GB database, 
with the optimal entry size.



Application: Auditing in Certificate Transparency

• Every 1000 TLS connections, Google Chrome checks the server’s 
certificate against a Google-maintained list of “good” certs.*
– Part of ‘signed certificate timestamp’ auditing

• Each check leaks 20 bits of information directly to Google
about the site you’re visiting (e.g., mit.edu)

With DoublePIR, we can eliminate this leakage at ‘modest’ cost:
– 16 MB download per week
– 1.5 KB overhead per TLS connection (vs. 240 B today)
– 0.003 core-seconds of computation per TLS connection

104

See paper



SimplePIR shows that PIR can be fast… what’s next?

1. Reduce the communication cost.
• Even DoublePIR is too bandwidth-hungry for many applications
• …and it performs poorly when database rows are long

2. Deploy PIR at scale to protect privacy.
• Computation and communication costs are no longer the barrier
• Challenges are “merely” engineering ones (see spiralwiki.com)
• Lots of work to do in outreach and tooling 
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Our new single-server PIR:
• Approaches the memory bandwidth 

• “Manageable” communication 
• Fewer than 1,600 lines of code

Paper: eprint.iacr.org/2022/949
Code: github.com/ahenzinger/simplepir
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