Summaries for selected papers on watermarking and pseudorandom codes.
Sam Gunn (November 2025).

Each paper is accompanied by a “fun fact” that follows from our results.

[CGZ24] Undetectable watermarks for language models
With Miranda Christ and Or Zamir. COLT 2024, RWC 2024. ePrint.

How can you be sure that watermarking won’t degrade the quality of generated content? We argue that
computational indistinguishability is the right way to address this question: If the watermarking key
is necessary to even tell the watermark is there, then in particular the quality is preserved. Formally,
we say that a watermark is undetectable if no polynomial-time adversary who doesn’t know the key
can distinguish between oracle access to the watermarked and un-watermarked model. In [CGZ24],
we constructed an undetectable watermark for LLMs using just one-way functions. This watermark
guarantees undetectability and a low false-positive rate under no assumptions about the model, and we
proved that the true-positive rate is high for responses of sufficient entropy. We also showed that our
entropy assumption is necessary.

Note that you could happily publish the key to make it publicly detectable, or selectively distribute the
key to trusted parties. The latter would make it possible to fine-tune the privacy protection we allocate
to people using Al. For instance, we're probably okay with people secretly using Al to write individ-
ual emails, but we’re probably not okay with people secretly using Al to generate online propaganda
campaigns. If the watermarking key is given to a trusted party that only uses it to detect these bad
instances, then we could publicly identify Al propaganda without interfering in the lives of individuals.
This would weaken the “competitive disadvantage” argument that companies have used against water-
marking, because undetectability guarantees that the watermark will only be publicly detected when
the content is being used for bad purposes.

Fun fact (section 6.2): If you generate text one token at a time (only using the first token of each
response), then you will remove any undetectable watermark.

[CG24] Pseudorandom error-correcting codes
With Miranda Christ. CRYPTO 2024. ePrint.

There are two main drawbacks of the construction in [CGZ24]: It only works for autoregressive sam-
pling,! and it is not very robust. A robust watermark is one which persists even after the content has
been subjected to some kind of error channel. In particular, [CGZ24] and other hashing- or PRF-based
watermarks cannot withstand any constant rate of errors.

Rather than exploiting the particular structure of autoregressive sampling, in [CG24] we observed
that typical Al algorithms—including not just LLMs but also autoencoders, diffusion models, and
flow-matching—come with a randomness recovery method that enables computation of a noisy approx-
imation to the randomness, given just the model output. For instance, with diffusion models we can
approximately invert the reverse diffusion process to recover the initial noise up to modest error. For
LLMs, if the randomness used to sample from the next-token distribution is properly parameterized,
then randomness recovery can be simply interpreting the text in binary.

I Autoregressive sampling means recursively computing a new single-token distribution based on all prior tokens, sam-
pling the next token from that distribution, and then repeating. Watermarks for autoregressive sampling are essentially
limited to LLMs.
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We can therefore embed an undetectable watermark in our outputs by simply replacing the randomness
with pseudorandomness. If, using a key, it is possible to distinguish noisy pseudorandom strings from
truly random strings, then we can further use randomness recovery to detect the watermark. Therefore,
constructing robust and undetectable watermarks for essentially any kind of Al-generated content reduces
to building a pseudorandom error-correcting code, or PRC. The amount of robustness of our watermark
will be determined by (a) the sensitivity of our randomness recovery algorithm and (b) the error tolerance

of our PRC.

More formally, a PRC is a pair of keyed algorithms called an encoder, which takes the key and a given
message and outputs a pseudorandom bit string (the codeword), and a decoder, which takes the key and
the given string and outputs the underlying message (or L if it fails). It is required that:

e any polynomial number of codewords are pseudorandom (even across repeated encodings of the
same message), but

e using the key the decoder successfully decodes the message, even if a constant fraction of the
codeword bits have been randomly flipped.?

In [CG24], we gave a PRC construction where pseudorandomness rested on the assumption that LPN
is hard for 2°V"_time adversaries. We also showed that:

e Any PRC tolerating a constant rate of bit-flips can be generically converted to one tolerating
a constant rate of random bit deletions. Applied to LLM watermarking, this lets us build an
undetectable watermark that is robust to random deletions (e.g. the “pineapple” /“emoji” attack).

e Any “zero-bit” PRC which does not contain a message at all (allowing only for detection) can
be generically converted to one that encodes a linear rate of information with almost no cost in
robustness. Applied to watermarking, this lets us build publicly-detectable watermarks that are
both robust and unforgeable—two properties that appear to be in direct contradiction with each
other. Applied to steganography, this yields the first provably-secure robust steganographic scheme
in the private or public key setting.

Since our work, several new constructions of PRCs have been proposed [GM24; GG24].

It turns out that PRCs are also essentially necessary for robust and undetectable watermarking. For
instance, given a robust and undetectable watermark for text, one can obtain from it a zero-bit PRC
by simply using the model with the hard-coded prompt “give me a random bit string.” Assuming the
model is capable of complying, the resulting response must be pseudorandom (by undetectability) and
robustly detectable using the key (by the watermark robustness).

Fun fact (sections 2.3 and 6.3): Any substitution-robust PRC can be generically converted to one
that is robust to random deletions.

[GGW25] Black-box crypto is useless for pseudorandom codes
With Sanjam Garg and Mingyuan Wang. TCC 2025, outstanding paper award. ePrint.

Although PRCs seem like a simple primitive, existing constructions all rely on non-standard assumptions.
Are we just not clever enough to build PRCs from generic primitives, or is there a reason for our failure?
In this work we showed that PRCs tolerating a constant rate of random bit-flip errors cannot be built
from any crypto oracle [LMW25]. This implies that PRCs cannot be built from almost any generic

2Tt is essential that the code can tolerate a constant rate of errors, as otherwise there would be a trade-off between
pseudorandomness and robustness. We are also interested in stronger channels such as edit-bounded channels or adversarial
(non-random) channels, but it is already interesting to consider random bit-flips.
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cryptography, including random oracles, public-key encryption, generic multilinear groups, and virtual
black-box obfuscation. Our work collided with that of [DMR25], which also showed that PRCs do not
exist in the random oracle model. Rather than extending to crypto oracles, they defined a new class of
oracles called local oracles and proved their impossibility relative to this class.

As a corollary, this implies that hash-based LLM watermarking schemes, such as [Aar22; Kir+423;
CGZ24], have an inherent quality—robustness trade-off.

Fun fact (corollary of main result): Any LLM watermarking scheme which can be proven unde-
tectable in the random oracle model will disappear if you replace a constant fraction of random tokens.

[Alr+25] Ideal pseudorandom codes

With Omar Alrabiah, Prabhanjan Ananth, Miranda Christ, and Yevgeniy Dodis. STOC 2025,
wnvited to the SICOMP special issue. ePrint.

So far, we have only considered PRCs for random errors. It is significantly more difficult to handle
adaptive errors, which are chosen by an adversary who is allowed to query the PRC encoder and
decoder.

In [Alr+425], we showed that a simple modification of the scheme from [CG24] yields robustness
to adaptive errors. The proof works by swapping the real detection key with a random detection key
conditioned on the observed codewords, and then showing that a random detection key effectively serves
as a worst-case-detectable code.

Let me briefly outline what this second part entails at a technical level, just to give a sense of what
our paper involves. It is easy to see how the Hamming weight of a string € F} is related to its inner
product with a random low-weight parity check w ~ Bernoulli(e)™:

Eﬂ)(_l)(w,x) _ (1 . 2€>weight(m).

The key technical component in our work was proving that this remains approximately true when
w ~ Bernoulli(e)" is sampled conditioned on living in a typical d-dimensional linear subspace W C FY,
for appropriate € and d. That is, for all but a negligible fraction of d-dimensional W C F7,

Ew(—W(_l)<w7x> ~ (1 _ 2€)weight(a:)

for every x € 3. This fact enables us to use just the parity checks that are consistent with the
codewords the adversary has observed to detect any possible error with high probability, and I think it
is an interesting fact about error correction in isolation.

It turns out that we can build pseudorandom codes satisfying a stronger notion of security which we
call ideal security. Our definition requires that an adversary who is allowed to access PRC encoding
and decoding oracles arbitrarily cannot distinguish between the real world and a certain ideal world.
In the ideal world, encoding queries are answered with random strings which are then memorized and
shared with the decoding oracle.® Decoding queries are answered with the message corresponding to the
nearest random string output by the encoder, or L if there is no such string within the decoding radius
of the given query.

We did not spell out the connection to watermarking in this paper, because it is the same as in [CG24].
Simply replace the randomness of any generative Al with an ideal PRC, and you get watermarks with

30f course, the real encoder and decoder cannot use permanent memory or shared state. The ideal world merely
specifies the behavior we want the real scheme to emulate.
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robustness to bounded-weight errors even if they are computed by an adversary with access to watermark
encoding and decoding oracles.

Fun fact: We don’t know whether or not it’s possible to construct a zero-bit ideal PRC tolerating more
than n/4 bit errors. Our construction of even a zero-bit ideal PRC crucially relies on encoding a message
in a regular-secure PRC. (The limit is n/4 because that is the maximal worst-case decoding radius for
any binary code. But that limit may not apply if we are satisfied with a zero-bit code.)

[GZS25] An undetectable watermark for generative image models
With Xuandong Zhao and Dawn Song. ICLR 2025. arXiv.

For images, the PRC watermarking template is particularly straightforward: You just replace the initial
noise of the diffusion process with a PRC codeword. For simplicity, we only used the first bit of each
dimension of the initial noise, setting it equal to the corresponding PRC bit and setting the remaining
bits of the initial noise randomly. We also worked out how to weight recovered bits by confidence
according to how far the coordinate is from 0.

We implemented this for Stable Diffusion and found that it achieved essentially the same robustness as
the other state-of-the-art image watermarking schemes. But unlike existing schemes, ours preserved im-
age quality under every standard quality metric we tested—as predicted by the computational hardness.*
We found that existing watermarks introduced noticeable quirks and correlations between generations,
which I would expect to be a dealbreaker for large-scale deployment.

Fun fact: If you encode a random seed® together with the prompt in your PRC, then you can reconstruct
the exact image that was output by the model from a given attacked image, assuming the PRC is robust
enough to handle the attack.

If you do this, the watermark doesn’t just tell you “this was generated by the model,” it secretly stores
a deterministic handle that lets you ezactly reconstruct the original sample from any attacked version
that’s still within the PRC’s error tolerance.
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