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ωMotivation:  Optimization Evolve Fastly, DSL Evolve Slowly

ωProposal: In-Context Reinforcement Learning 

ω Implementation: Skill & Workflow 

ωResults:  E2E Performance & Ablation Study

ωConclusion: Critique & Future Work

Agenda
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Optimization Strategies Evolve, Slow Forward Progress

Compiler/Library Compiler/Library 

~1 year 

~1 year 



4

Previously

Are all the layers necessary? 

Binary

Application

Libraries

SASS

(CuDNN, CuBlas)

DSLs
(Triton)

PTX

Cuda C

C header 
(CUTLASS)

NVCC Compiler

Triton IR
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Objective: Improve GPU Programming with Agentic Flow 

Binary

Application

Libraries

SASS

(CuDNN, CuBlas)

DSLs
(Triton)

(NVVM / LLVM IR)

PTX

(PyTorch, TensorFlow)

Cuda C

C header 
(CUTLASS)

NVCC Compiler

Triton IR

֙ Many CUDA libraries (cuDNN, cuBLAS, nccl, 

CUTLASS/CuTe etc) are highly layered, not organized 

for easy LLM consumption.

֙ The abstraction stack makes it hard for LLMs and even 

experienced kernel developers to reason about end-

to-end behavior.

֙ The real performance questions live across CUDA C++, 

PTX, and the generated machine code. 
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Challenges: 

֙ CUDA software and hardware changes frequently: 

Changes in CUDA API and hw_arch affect freshness

֙ Domain-specific Knowledge: parallel programming, 

generate architecture-specific kernel variants

Challenges: Improve CUDA coding with AI

Binary

Application

SASS

(NVVM / LLVM IR)

PTX

Are all the layers necessary? 

(PyTorch, TensorFlow)

Cuda C

NVCC Compiler

Recent models can reliably produce almost correct

But are the generated CUDA C++ code performant? 

(i.e with production-level efficiency)
KernelBlaster
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KernelBlaster

Memory-Augmented In-Context Reinforcement Learning
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Taxonomy of Prior Approaches 

KernelBlaster

Related Work
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ωAn In-Context Reinforcement Learning (ICRL) Framework for CUDA Optimizations: 

Formulate CUDA code optimization problem as a reinforcement learning problem with textual gradient updates, 
capturing rich semantic information from profile data and enabling inference-time learning. 

ωA compact, reusable CUDA Optimization Skill:

Aggregate experience from past optimization attempts into a KnowledgeBase data structure, enabling efficient 
traversal of optimization candidates compared to prior static solutions. A hierarchical representation that categorizes 
code instances into performance states, resulting in a scalable structure that efficiently utilizes model context. 

ωA Framework for Long-Term Cross-Task Learning: 

The system simultaneously generates optimized kernels while aggregating knowledge across problems, producing a 
reusable artifact that enables faster convergence on new problems and GPU hardware platforms. Can be specialized 
for distinct application domains and specific GPU architectures (e.g., NVIDIA Ampere vs. Hopper), enabling effective 
transfer to unseen tasks. 

ωReward-guided Discovery of New Optimizations
ωReward-guided ICRL approach goes beyond simply selecting the best existing implementations:

ωInnovatingnew optimization techniques

ωDiscoveringnovel sequences of techniques

ωReward-guided search learning from long-term memory

Key Contributions
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How to Construct the Skill? 

How to Update the Skill? 

How to Use the Skill? 

Skill
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5ŜŦƛƴƛǘƛƻƴ ƻŦ ŀ ά{ǘŀǘŜέ 
 

Discover, group new states into Clusters

Construct the Skill
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K-V Pair Entries: <state, optimization, score>

State 1: Memory 
Latency Bound 

Opt  1: 1.2x
Opt  2: 0.6x
...
Opt  k: 0.8x
Opt k+1: ? x
 

Opt  1: 0. 7x
Opt  2: 1. 3x
...
Opt  k: 1.2x
Opt k+1: ? x

Opt  1: 0.3x
Opt  2: 2. 1x
é
Opt  k: 1.1x
Opt k+1: ? x

Opt  1: 1.4x
Opt  2: 2.2x
é
Opt  k: 0.8x
Opt k+1: ? x

Construct the Skill

Memory Limited
States

Compute Bound 
States

Mixed/Hybrid
States

State 2: Memory 
Bandwidth Bound 

State 3: Memory 
Bank Conflicts

Opt  1: 2.3x
Opt  2: 1. 1x
é
Opt  k: 0.3x
Opt k+1: ? x

State 1: Compute 
Throughput Bound

State 1: Memory Compute 
Imbalanced

Knowledge
Base

file:///Users/krisd/Downloads/TachyON-RL_graph.drawio.html
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Use the Skill 
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Update the Skill
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YŜǊƴŜƭ.ƭŀǎǘŜǊΩǎ Inner and Outer Loop
Details in Paper
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Speedup Achieved by KernelBlaster



18

ωTensor-based datasets (DNN):

ωKernelBench

ωSOL-ExecBench

ωCudaKernel: 3k CUDA C problems from open-source repos 
KernelBook, Transformers-crawlandCudaQuestionBank

ωNon-Tensor-based datasets (scientific computing etc)

ωParEval

ωCompute Eval

ωCUDA samples

ωKernel Performance Metric:

ωfastp(r) score

ωSystem Metric:

ωConvergence Rate:

    Time per iteration and number of iterations at inference time

ωSample efficiency

ωCost savings onAPI usage cost (num of token)

Metric

Benchmark

Evaluation Setup

https://gitlab-master.nvidia.com/atlas/cudabench/-/blob/main/prompts.jsonl?ref_type=heads
https://gitlab-master.nvidia.com/atlas/cudabench/-/blob/main/prompts.jsonl?ref_type=heads
https://github.com/NVIDIA/SOL-ExecBench
https://github.com/NVIDIA/SOL-ExecBench
https://github.com/NVIDIA/SOL-ExecBench
https://github.com/NVIDIA/SOL-ExecBench
https://gitlab-master.nvidia.com/atlas/cudabench/-/blob/main/prompts.jsonl?ref_type=heads
https://gitlab-master.nvidia.com/atlas/cudabench/-/blob/main/prompts.jsonl?ref_type=heads
https://huggingface.co/datasets/GPUMODE/KernelBook
https://gitlab-master.nvidia.com/atlas/datasets/transformers-crawl
https://gitlab-master.nvidia.com/atlas/datasets/transformers-crawl
https://gitlab-master.nvidia.com/atlas/datasets/transformers-crawl
https://gitlab-master.nvidia.com/atlas/datasets/cudaquestionbank
https://github.com/parallelcodefoundry/ParEval/tree/develop/drivers/cpp/benchmarks
https://github.com/parallelcodefoundry/ParEval/tree/develop/drivers/cpp/benchmarks
https://github.com/NVIDIA/compute-eval/tree/main/data
https://github.com/NVIDIA/compute-eval/tree/main/data
https://github.com/NVIDIA/cuda-samples/tree/master/Samples
https://github.com/NVIDIA/cuda-samples/tree/master/Samples
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Evaluation Setup
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Evaluation on H100
Our vs AI CUDA Engineer
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Evaluation on Different Arch of GPUs
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Ablation Study
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Terminology: Search Length & Width

s0

s1 sn-1 sn
Χ

Search Width
a0

an-1

Χ SnôSn-1ôS1ô

Tuning Hyperparameters
Å Breadth vs. Depth
Å Convergence/Termination heuristics

Trajectory Length
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Impact of Search Width & Length

Change in Perf w.r.t Num-Traj Change in Perf w.r.t Trajectory Length



25

Learning Rate Various with Skill Complexity

Empty Initial
Knowledgebase

Initialized
Knowledgebase
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Takeaway From CUDA Knowledgebase 
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Distribution of Optimization Usage

Used for training SFT on open model + Use Nemo RL for GRPO 



28

What optimizations bring the most speedup?
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What Optimizations are most-attempted?
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What Optimizations are most-used?
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Question & Critique 
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Impact of the long-term memory
Critique

֙ The compact 50KB Skill stores learned optimizations, but there's no evaluation of cold-start performance on 
entirely new kernel types.

Cold-start performance:
we isolate the effect of KB by comparing 
against a no_mem_agent that has access to 
full Nsight profiling but operates with an 
empty Skill and no state-conditioned reuse.

The no_mem_agent underperforms our full 
system, achieving 1.67× slower results and 
2.4× more tokens

Causes:
1.Without access to a Skill and a guided reasoning process, the agent must devote more tokens up front to 
reason about optimizations. 
2.The minimal agent requires more retrieval steps for correctness, achieving only 0.379× performance 
improvement per token. Furthermore, CUDAPilot achieves better performance in 71% of cases compared to 
the simplified agent.
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Level 3 is entirely new kernel types and KernelBlaster get 1.50× on KernelBench Levels 3

KernelBlaster applies the KB discovered at Level 1 and Level 2 to Level 3. In particular, 
the agent performs cross-layer fusion to reduce kernel launch overhead, improves 
memory locality by reusing activations across consecutive linear layers, and applies 
algebraic and structural simplifications that reduce redundant memory traffic. Beyond 
cross-layer fusion, algebraic simplification, and memory locality, these optimizations are 
learned in Level 1 and Level 2 and transferred to Level 3 kernels.
For example: From Level 2 problems, KB learned optimizing fused-layer sub-blocks.
this improve the end-to-end model performance  

Adaptivity

Critique

֙ The compact 50KB Skill stores learned optimizations, but there's no evaluation of cold-start 
performance on entirely new kernel types.
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Evaluation Fairness
Our vs Compiler 

֙ While token consumption is reported, there's no cost comparison against baselines. It makes it unclear whether 10 
iterations of LLM-driven optimization is economically competitive with one-time compiler tuning or manual expert 
effort? 
Fast_p is a performance metric wrt cost 


