Scaling Deep Learning on GPU and Knights Landing clusters
Yang You

Computer Science Division
UC Berkeley
youyang@cs.berkeley.edu

Aydın Buluç
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ABSTRACT
The speed of deep neural networks training has become a big bottleneck of deep learning research and development. For example,
training GoogleNet by ImageNet dataset on one Nvidia K20 GPU
needs 21 days [11]. To speed up the training process, the current
deep learning systems heavily rely on the hardware accelerators.
However, these accelerators have limited on-chip memory compared with CPUs. To handle large datasets, they need to fetch
data from either CPU memory or remote processors. We use both
self-hosted Intel Knights Landing (KNL) clusters and multi-GPU
clusters as our target platforms. From an algorithm aspect, current
distributed machine learning systems [5] [18] are mainly designed
for cloud systems. These methods are asynchronous because of
the slow network and high fault-tolerance requirement on cloud
systems. We focus on Elastic Averaging SGD (EASGD) [28] to
design algorithms for HPC clusters. Original EASGD [28] used
round-robin method for communication and updating. The communication is ordered by the machine rank ID, which is inefficient
on HPC clusters.
First, we redesign four efficient algorithms for HPC systems to
improve EASGD’s poor scaling on clusters. Async EASGD, Async
MEASGD, and Hogwild EASGD are faster than their existing counterparts (Async SGD, Async MSGD, and Hogwild SGD, resp.) in all
the comparisons. Finally, we design Sync EASGD, which ties for
the best performance among all the methods while being deterministic. In addition to the algorithmic improvements, we use some
system-algorithm codesign techniques to scale up the algorithms.
By reducing the percentage of communication from 87% to 14%, our
Sync EASGD achieves 5.3× speedup over original EASGD on the
same platform. We get 91.5% weak scaling efficiency on 4253 KNL
cores, which is higher than the state-of-the-art implementation.
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INTRODUCTION

For deep learning applications, larger datasets and bigger models
lead to significant improvements in accuracy [1]. However, the computational power for training deep neural networks has become a
big bottleneck. The current deep networks require days or weeks to
train, which makes real-time interaction impossible. For example,
training ImageNet by GoogleNet on one Nvidia K20 GPU needs
21 days [11]. Moreover, the neural networks are rapidly becoming
more and more complicated. For instance, state-of-the-art Residual
Nets have 152 layers [9] while the best networks four years ago
(AlexNet [14]) had only 8 layers. To speed up the training process,
the current deep learning systems heavily rely on hardware accelerators because they can provide highly fine-grained data-parallelism
(e.g. GPGPUs) or fully-pipelined instruction-parallelism (e.g. FPGA).
However, these accelerators have limited on-chip memory compared with CPUs. To handle big models and large datasets, they
need to fetch data from either CPU memory or remote processors at
runtime. Thus, reducing communication and improving scalability
are critical issues for distributed deep learning systems.
To explore architectural impact, in addition to multi-GPU platform, we choose the Intel Knights Landing (KNL) cluster as our target platform. KNL is a self-hosted chip with more cores than CPUs
(e.g. 68 or 72 vs 32). Compared with its predecessor Knights Corner
(KNC), KNL significantly improved both computational power (6
Tflops vs 2 Tflops for single precision) and memory bandwidth
efficiency (450 GB/s vs 159 GB/s for STREAM benchmark). Moreover, KNL introduced MCDRAM and configurable NUMA, which
are highly important for applications with complicated memory
access patterns. We design communication-efficient deep learning
methods on GPU and KNL clusters for better scalability.
Algorithmically, current distributed machine learning systems
[5] [18] are mainly designed for cloud systems. These methods
are asynchronous because of the slow network and high faulttolerance requirement on cloud systems. A typical HPC cluster’s
bisection bandwidth is 66.4 Gbps (NERSC Cori) while the data
center’s bisection bandwidth is around 10 Gbps (Amazon EC2).
However, as mentioned before, the critical issues for current deep
learning system are speed and scalability. Therefore, we need to
select the right method as the starting point. Regarding algorithms,
we focus on Elastic Averaging SGD (EASGD) method since it has
a good convergence property [28]. Original EASGD used a roundrobin method for communication. The communication is ordered
by the machine rank ID. At any moment, the master can interact

