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Lecture 9: Public Key Encryption

Instructor: Sanjam Garg Scribe: Nicholas Carlini

1 Public Key Encryption

Public key encryption deals with a setting where there are two parties who wish to communicate
a secret message from one of them to the other. Unlike the symmetric setting, in which the two
parties share a secret key, the public-key setting has asymmetry in who can decrypt a given message.
This allows one party to announce the public key to everyone so messages can be encrypted, but
keep the secret key private so no one else can preform decryption.

Definition 1 (Public Key Encryption) A public key crypto-system consists of three algorithms:
gen, enc, and dec with properties as follows:

1. gen(1k) outputs a pair of keys (Pk, Sk); the public and private keys respectively.

2. enc(Pk,m) encrypts a message m under public key Pk.

3. dec(Sk, c) decrypts a ciphertext c under secret key Sk.

There are other properties about these algorithms which we will discuss next in order for these
algorithms to be useful. The first of these, correctness, ensures that the decryption of an encrypted
message returns the original plaintext. The second is the security property, which says that an
attacker with access to the encrypted message learns nothing about the plaintext.
Note that the gen algorithm must be a randomized algorithm. If not, it would always output the
same public-private key pair, and would not be very useful. We will later show that enc must also
be a randomized algorithm, or else the security properties will not hold. Finally, dec may be a
randomized algorithm but is not required to be one.

2 Correctness

In order for the encryption and decryption to satisfy our intuition of what these algorithms should
do, we require that decrypting an encrypted value with the correct keys yields the original result.

Definition 2 (Correctness) An public key algorithm (gen, enc, dec) is correct if

∀m.Pr[dec(Sk, enc(Pk,m)) = m|(Pk, Sk)← gen(1k)] = 1

Some definitions may relax this constraint from being equal to one to being greater than 1−neg(·).
However, since this probability is equal to one, we can restate the definition

Lemma 1 (Correctness) An public key algorithm (gen, enc, dec) is correct if

∀m,Pk, Sk.(Pk, Sk)← gen(1k) =⇒ dec(Sk, enc(Pk,m)) = m

There is no statement involved about what happens when encrypting or decrypting under the
wrong key, nor is there anything about decrypting a malformed ciphertext. It only requires that
decryption of an encrypted message under corresponding keys produces the original message.
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3 Indistinguishability and Semantic Security

Not only must public key encryption be correct, we would also like it to hide the values which are
encrypted. There are two different definitions which we will show are identical.

3.1 Indistinguishability Security

Our first definition, indistinguishability, states that the ciphertexts obtained from encrypting any
message must look identical to those from encrypting any other message. In particular this implies
that encryption must be a randomized algorithm.

Definition 3 (Indistinguishability) A public key encryption scheme satisfies the indistinguisha-
bility property if the distributions Am1 and Am2 are computationally indistinguishable for all m1,m2 ∈
M such that |m1| = |m2| where

Am1 = {Pk, enc(Pk,m1) : (Pk, Sk)← gen(1k)}k
Am2 = {Pk, enc(Pk,m2) : (Pk, Sk)← gen(1k)}k

It is required that we talk about computational indistinguishability. The encryption of a message
must reveal at least something in an information-theoretic setting. It is also required that the sizes
of the two messages be equal. It would be very easy to tell the difference between the encryption
of a one-bit message and an arbitrarily large message by just comparing their sizes. It is possible
to work around this requirement by having an encryption scheme pad messages so that they are
all of equal size if an upper bound is known.

3.2 Semantic Security

An alternate definition, which we will later prove is identical, is semantic security. This definition
intuitively states that given a ciphertext, you should learn nothing about the original message other
than it’s length.

Definition 4 (Semantic Security) An encryption scheme is semantically secure if there exists
a simulator S such that the two following processes generate computationally indistinguishable out-
puts.

1. (m, z)←M(1k)
2. (Pk, Sk)← gen(1k)
3. OutputA(Pk, enc(pk,m), z)

≈
1. (m, z)←M(1k)
2. OutputSA(1k, z)

Where M is a machine that randomly samples message from the message space and arbitrary
additional information and A is the adversary.

3.3 Equivalence of Definitions

Theorem 2 (Equivalence of Definitions) A public key encryption scheme (gen, enc, dec) is se-
mantically secure if and only if it satisfies the indistinguishability property.

Proof.
We begin by proving that semantic security implies indistinguishability.
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That is, we need to show that Am1 and Am2 are computationally indistinguishable for all m1,m2 ∈
M .
First instantiate machine M with the machine which always returns the value m1. By semantic
security, this machine is indistinguishable from the simulator with oracle access to A.
Now, instantiate M as the machine which always returns the value m2. Again, this is computa-
tionally indistinguishable from the simulator with oracle access to A.
Therefore (by transitivity) the generators returning m1 and m2 are computationally indistinguish-
able.
Now we prove the other direction. This time, the simulator is going to give an encryption of the
message “0” every time. This will allow us to conclude that an M which returns m1 every time
is indistinguishable from another M which returns m2 every time. In other words, giving someone
the encryption of a message is just as good as giving them the encryption of the message “0”.

4 One-way Trap-Door One-Way Permutation

Definition 5 (Trap-Door One-Way Permutation) A trap-door one-way permutation is a func-
tion from an ensemble F = {fi : Di → Di}i∈I where Di ⊂ {0, 1}|i| with five properties.

1. Fi is easy to compute
2. Fi is a permutation
3. ∃G.G(1k) = (i, ti)
4. It is easy to sample from Di given i
5. ∃B.B(i, y, ti) = x = f−1(y)

When fi is a one-way trap-door permutation, it is a one-way permutation with the property that
it is easy to compute f−1i only if given access to trapdoor information ti. The function G is PPT
and computes this trap-door information. The function B is PPT and inverts f using this extra
information.

4.1 RSA

RSA is the only known example of a trap-door one-way permutation. It relies on the assumption
that factoring numbers is hard, but testing primality is easy. (It is known that testing primality
can be done deterministically in polynomial time. It is believed that factoring can not be done
in polynomial time, however this has not been proven. The best factoring algorithms are sub-
exponential, however.)

Definition 6 RSA makes the following assignments to the functions (G,F,B)

G(1k) = ((N, e), d) where N = pq, for primes p, q,

d = e−1 (mod φ(N))

gcd(e, φ(N)) = 1

F (x) = xe (mod N)

B(y) = yd (mod N)
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The function G randomly selects the values of (p, q, e) to satisfy the desired properties. We require
that p, q are primes. If e were not coprime to φ(N), then the function would not be a permutation.
The function φ is Euler’s Totient, and when p, q are primes simplifies to φ(pq) = (p − 1)(q − 1).
(That is, φ is the order of the multiplicative group ZN .)
The trapdoor piece of information is the multiplicative inverse of e modulo the order of the group.
It is believed hard to compute this information given only the integer N .
It is easy to show correctness of this scheme:

B(i, Fi(x), ti) = Fi(x)ti (mod N)

= (xe)ti (mod N)

= xe·ti (mod N)

= xe·ti (mod N)

= x (mod N)

We leave it as an exercise to the reader to prove that RSA is semantically secure with no additional
assumptions.

4.2 Public Key Encryption from Trap-Door OWP

We now show how it is possible to create a public key encryption scheme from a trap-door one way
permutation.

Theorem 3 Let (G,F,B) be a trap-door one-way permutation. The following is then a public-key
encryption scheme:

1. Gen(1k) = (i, ti)← G(1k).

2. Enc(Pk,m) = (Fi(x)||r,HardCoreBit(x, r)⊕m) where (x, r) are sampled uniformly.

3. Dec(Sk, c) = HardCoreBit(Bi(ti, y), r)⊕ c0 where c = ((y, r), c0).

Proof.
Clearly the encryption scheme is correct, since A⊕A⊕m = m for any A.
Now we must prove security. We will prove that the scheme is indistinguishable by a hybrid
argument. Define the sequence of hybrids

H0 = encryptions of {M1
1 ,M

2
1 ...M

T
1 }

H1 = encryptions of {M1
2 ,M

2
1 ...M

T
1 }
...

HT = encryptions of {M1
2 ,M

2
2 ...M

T
2 }

If an attacker could break the encryption scheme, then there exists some Hi where he can distinguish
between Hi and Hi+1. However, there is only one message different between the two hybrids.
Therefore, the attacker must be able to distinguish between the messages M i

1 and M i
2.
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5 Indistinguishability in a Chosen Plaintext Attack

We now define a new security requirement, IND-CPA, which is stronger than indistinguishability
or semantic security. Consider the following scheme:
The challenger samples (Pk, Sk)← gen(1k) and gives Pk to the attacker. The attacker then replis
with two messages (m0,m1). The challenger then picks one of these uniformly at random, encrypts
it generating c = enc(Pk,mb) and sends it to the attacker. The attacker must then guess which
message was encrypted.
Here, the attacker gets to choose two messages which he likes, ask the challenger to encrypt the
two messages, and only must be able to distinguish between the two.
Then a scheme is IND-CPA if ∀A.Pr[ExperimentA(1k)] < 1/2 +neg(k) where A is a PPT machine.
That is, an attacker which can ask the user to encrypt specific messages after learning the public
keys can still not learn anything about the values of the encrypted messages. In particular, there
can not be any easy-to-identify weak messages for a given public key.

Theorem 4 IND-CPA is a stronger definition than semantic security.

Proof.
First, observe that IND-CPA is at least as strong as semantic security. An attack which showed
a an encryption scheme is not semantically secure can be used identically to distinguish the two
messages the attacker sends in the IND-CPA protocol.
Now we must only see that it is stronger. If we can construct an encryption scheme which is
semantically secure, but it not secure under IND-CPA, we will have proven this claim.
Assume we have a scheme (G,E,D) which is semantically secure. Now we will construct a new
one (G′, E′, D′) which still does, but is definitely not IND-CPA.

G′(1k) = (Pk, x0, x1), wherePk ← G(1k), x0, x1←M(1k)

E′(Pk,m) = ifm 6∈ {x0, x1} then (”A”, E(Pk,m)) else output (”B”,m)

D′(Sk,m) = ifm 6∈ {x0, x1} thenD(Sk(E(Pk,m))) elsem

Then this scheme is still indistinguishable. E′ is different from E on only one input, and one input
is certainly negligible in k. However, now observer that this scheme is not IND-CPA. After seeing
the public key pair (Pk, x0, x1), the attacker knows exactly to pick values x0 and x1 will be able
to distinguish between those two with probability 1.
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