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1. Abstract

Activity theory is applied to an ego-centric network and its nearest connections to model a user’s activity. By using activity logs to reconstruct and model a notion of a user’s context, a user can be shown the set of resources that are most immediately helpful in their current attention.  Several different systems that approximate the behavior of a this context model are tested, and recommendations are proffered for future developments.

2. Introduction

Historically, computers were very good at a single task at once. As technology has advanced, computers have learned to multi-task, to deal with the multiple needs of a user and to accommodate to the many different tasks that can occur at once. PCs have grown into the single appliance on a desk—with unified messaging solutions becoming more popular, and tasks done online becoming more varied, there might be half a dozen different programs to operate even a single task. Unfortunately, substantially less progress has been made on creating order in the resulting chaos of applications, documents, and file systems that have emerged as an inevitable result. Humans tend to switch rapidly between tasks, leaving one for another only to switch to a third.

One answer might be a context manager, sitting somewhere below the traditional application level but above the operating system, that tracks and predicts the tasks that a user might try next, by readying the documents and communication connections that are likely to be directly relevant. 

Kuutti (1997), writing on activity theory, suggests that “better contextuality” is a keyword for future human-computer interaction research—that the view of a user’s interaction with an application cannot be seen merely as a single set of transactions, but must be understood as part of a larger context. The word “context” is formalized as “activity,” as the notion of an activity composed of multiple “actions” becomes predominant. Indeed, it is a single activity that a user faces and tries to deal with at every moment.

Over any longer span of time, dealing with a single activity is the exception, not the norm. Bødker (1997) discusses the ways that context can change. She considers breakdowns and  focus-shifts as the dominant reasons to change activities—the former changes the current aspect of an activity, from “typing in the report” to “changing the font,” for example. The latter is when a user intentionally changes attention, moving toward a different task. In either case, a good tool should be ready to maintain its context, and remind the user of her old focus even as she shifts to a new one.

This change can be seen from an information ecologies viewpoint, too. Davenport (1997, pp 30-32) discusses  the attributes of ecologies: that they can take accommodate many types of interaction; that they can change evolutionarily; that they allow careful observation; and, crucially, that they focus on people’s interaction with information. A system meant to accommodate a real user’s interaction with technology would, therefore, need to fulfill all of these attributes.

Nardi (1997) discusses activity as interaction with artifacts to reach an object. Although an object might be implicit or poorly-specified, the space of artifacts is—by its nature—measurable, simply through careful analysis of documents, references, and conversation. That suggests a visualization that makes artifacts easy to reach.

3. Related Work

There are a number of mechanisms for mechanically tracking the set of interesting documents—for example, Microsoft Word offers the last few documents saved; Internet Explorer automatically fills in previously used URLs; Emacs will reload the same files that were available when it was last loaded. However, there are no systems that actively track context, and can present the set of immediately relevant documents. By categorizing and sorting documents by arbitrary labels, Paul Dourish’s Placeless Documents allows fine-grained control over individual files, and can easily support queries like “give me all documents that Joe labeled as relevant.” Still, it requires a degree of manual work, and foresight—the user must expect to cluster these particular documents together in advance.

Similarly, there are a number of affordances on the operating system level meant to give some insight to usage patterns. Emacs, for example, will gladly provide a set of backup files, thus outlining a history of modification, if not writing. “Footprints” (Wexelblat 1999) tries to show a wear pattern on websites, rendering footprints to show where lots of users have clicked.

Lotus Notes, and other “workflow” software, attempts to track the history of access and modification across a group of users, watching as a specific document flows from user to user to be processed by each, in turn.

4. Design and Prototype

This project is interested in the user’s side of the application—not how the data is generated, but how it is presented. Thus,  for the purposes of this prototype, the system will assume that activity logs and context (a hard issue in itself) is resolved in an outside utility, so that the application can focus on the later steps, the user interface and interaction. For some initial ideas on how to do this, see some of the excellent—if preliminary—context-discovery work already available (see, for example, Horvitz 1998; BBDB; Starner 1996). In general, this system somehow receives a set of associations: an artifact—a document, another user’s email address, a specification—and a combination of a user identity, and an indicator of both duration and attention. Other context-maps may be used, too, as might a history of this user’s interaction.

The availability of information and the size of the system will, of course, influence what sort of display can be offered. For example, if a large group of users subscribe to this sort of application, than collaborative filtering can also be used to draw conclusions about the connections between artifacts.

As a user works, the system should silently track behavior and make relevant artifacts available. An alternate view of this is that from the system’s point of view, the user navigates and creates a graph of connections—artifacts linked to each other. The user is located at his current activity focus, although the graph knows something about previous activity.

The most basic, and useful, opportunity offered in this system is to select a document or a context—explicit navigation to suggested contexts. Selecting a document edits it; selecting another user brings up biographical information, may connect to their context network, and opens a communications connection.

Of course, one interacts with different users differently. Information richness theory (Lengel) suggests that there are certain repeated patterns to interaction: if it is usual for me to talk on the phone, I am unlikely to choose a new medium for the next interaction. This knowledge can be leveraged—the terms “contact my collaborator in Germany” and “contact my collaborator across the hall” may mean very different things

Information richness also suggests limits to how thoroughly different user’s networks should be merged. There are clearly aspects of another user’s context that are not shared or public, but there are parts that contribute to the shared knowledge. This can be controlled by a variety of mechanisms, including just providing the immediate sub-tree as shared context.

5. Evaluation

An event log was generated by hand, based on self-observation for a full day’s work. That day ran from eleven o’clock in the morning through three o’clock in the morning, interrupted by several meals and a celebration. Conversations in person, by telephone, and by email were not differentiated. After the day was over, the hard-drive was searched for files with recent modification dates to find traces of any further work done on that day. Similarly, mail folders were reviewed for new entries. The event log may be found at the end of this paper, in the appendix.

The Brain

Two pieces of software were tested for these purposes. Both purport to be used as large-data storage mechanisms; both intend to make connections between far-reaching nodes easy. The Brain is a commercial product, designed for storing hyperlinked associations. The Brain interface consists of a series of nodes. Each node [image: image1.wmf]Event Log, Nov 23, 1999
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has a title, a target (such as a web page or an application), and a series of links: optional parents, children, and jumps. The Brain has only one node active at a time; the active node’s parents are listed above, its children below, and its jumps to the left. There are no obvious restrictions on how many of these links can exist, although each parent link must lead to a child link.

Note that The Brain can only display one level outward detail at any time; this means that it is far too easy to be trapped many layers deep of information. The user is required to set up the “pins” across the top of the screen; the bottom of the screen has just the latest dozen or so nodes visited. The Brain gives no easy way to find the weight or structure of a node—a single node might be important and heavily linked, or it might be isolated and a dead end.
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However, the power of the Brain is in its quick and easy interface. It requires little planning; using someone else’s Brain is easy. On the other hand, creating your own Brain is a long and arduous process—and navigating someone else’s Brain has many of the same disadvantages and difficulties as psychotherapy—connections are twisted and strange, it is hard to find the significant bits.

HyperViewer

Tamara Munzer’s 3D Hyperbolic Viewer addresses many of these issues.  It was designed for visualizing large file systems and large networks; many of its algorithms are optimized to behave well in the presence of tens of thousands of nodes. Although it is not so finished a product as The Brain—and thus has certain grave usability problems—it still had corrected several of the most important of The Brain’s flaws. With HyperViewer, it is clear how much weight a nearby connection has, how much information is hidden away behind the next node. HyperViewer also has a wide variety of facilities for drawing more or fewer lines, labels, and nodes.

However, HyperViewer arranges everything around a spanning tree of the data. This can lead to illogical pairings when a node has multiple parents. For example, all email has two parents—the “New Email” context, and the relevant topic. Although all email is placed into the graph in the same format, some is put under the “New Mail” category; other mail is left under the author’s name.

HyperViewer doesn’t have an easy facility for following edges—only for moving to nodes. Therefore, the spanning tree algorithm can seriously cripple visualization by placing nodes far apart.

6. Recommendations

Any system to visualize contexts must scramble to keep up with a user’s image of what should go on. Having some notion of grouping items together in clusters, rather then merely disconnected nodes, would help: it would allow an entire email conversation to be one virtual unit (rather than a string of nodes, as the current visualizations seem to require).

Perhaps more importantly, these systems don’t support a notion of chronological navigation—a user need to be able to keep several different contexts available at once, or to go back to a previous setup. Certainly, in neither demonstration is it possible to jump capriciously from fixing a student’s query to starting another run of a processing algorithm.

Perhaps an optimal system would entirely discard the graph, replacing it with a careful series of expanding regions and sub-regions. Regions might overlap, underlap, and group together, sticking together as they became mutually important. This model—still with a graph underlying—would make more sense from the user perspective.

7. Conclusion

This paper has outlined several possibilities and potentials for an activity-theoretically-justified visualization of a user’s current context. Two different systems were tested as models for a possible interface, based on a real user’s activity log. This is an area with much room for growth, in a variety of fields. To date, however, almost all research has been on the machine learning and event tracking side, not the user interface side. The important steps forward that one side accomplishes are nullified if the other cannot provide a good interface.

Event Log

This event log was collected for all hours in the lab on November 23, 1999 by self-observation. Some gaps were later filled in by examining hard disk modification records and mail logs.
.
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Figure 3: The Event Log
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